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ABSTRACT

Keywords

Learning semantics from annotated images to enhance
content-based retrieval is an important research direction.
In this paper, annotation data are assumed available for
only a subset of images inside the database. An on the
ﬂy learning method is developed to capture the semantics
of query images. Speciﬁcally, the semantics of annotated
images in a visual proximity of a query are compared
with each other to determine the amount of mutual
endorsement. An image is considered endorsed by another
if they possess similar semantics. Annotations with high
mutual endorsement are used to narrow down a candidate
pool of images. The new retrieval method is inherently
dynamic and treats seamlessly diﬀerent forms of annotation
data. Experiments show that semantic endorsement can
increase precision by as much as 70% in average for a wide
range of parameter settings. We also develop a context
provision mechanism to reveal the relationship between a
query and semantic clusters extracted from the database.
Context helps users explore the content of a database and
provides a platform for them to tailor searches by stressing
diﬀerent perspectives in the interpretation of a query.
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1. INTRODUCTION
In the past one and half decades, we have witnessed a
remarkable growth of digital image archives in both numbers
and sizes on the Internet. In addition to professional
collections, in recent years, as a result of cheaper digital
image acquisition equipments, e.g., cameras, scanners, an
enormous number of personal digital images have been
generated and put online at sharing sites. Faced with the
already huge and quickly increasing volume of digital images
as well as the heterogeneity of their sources, we are likely
to rely more and more on content based image retrieval to
build image databases.
A huge body of literature on content-based image retrieval
has been generated since the early 1990’s [13, 2]. Recently,
a growing amount of attention is devoted to learning image
semantics with applications to automated annotation [5,
1, 11, 9] and retrieval [14, 16]. The learning approaches
roughly divide into two groups. The ﬁrst group focuses
on modeling the relationship between segmented image
regions and semantic terms [5, 1, 9, 16]. The second
group emphasizes image classiﬁcation [14, 11, 9]. Adjustable
learning based on SVM is explored in [9]. Hierarchical
recursive binary classiﬁcation is employed in [14] to divide
images into several special categories: indoor, city, sunset,
forest, and mountain. Image classiﬁcation for general
semantic categories is explored in [11], where 600 semantic
concepts are modeled by the multiresolution 2-D hidden
Markov model [10].
In this paper, we propose a novel approach to leverage
semantic information stored in an image database for the
purpose of content-based retrieval. It is assumed that
semantic data describe each image as an entity, instead of
being associated with image segments. The semantics can
be either categorical or sets of annotation words. We also
consider the scenario that only a portion of images in a
database are annotated. The new approach is motivated
by a conjecture called mutual semantic endorsement (MSE).
Speciﬁcally, it is hypothesized that the semantics of images
in a visual neighborhood of a query reveal the query
semantics through mutual endorsement. Among images in
the neighborhood, if one has semantics close to many others,
that is, if one gains great support for its semantics from
peers, it is likely to be semantically close to the query.
When semantics are categorical, MSE suggests majority

vote on nearest neighbors to determine the semantic class
of a query. This is precisely the rational behind the widely
used nearest neighbor classiﬁcation algorithm. On the other
hand, MSE supports a paradigm that extends seamlessly
to less structured semantic data, for instance, annotation
words, on which we focus here. We propose in particular
a clustering method to determine the levels of mutual
semantic endorsement for retrieved images. It is worthy to
point out that clustering is not the essence of the approach
and the extent of mutual endorsement can be assessed by
other methods, for instance, the rank score approach in [8].
Highly endorsed annotations are used to narrow down the
search range for images semantically relevant to the query.
The MSE approach to semantic learning and image
retrieval has the following prominent traits:
1. The semantic learning is performed on the ﬂy. Oﬀ-line
training is not required. It is therefore convenient to
combine the method with existing systems. Moreover,
the method is naturally dynamic in the sense of
incorporating new images or annotations deposited in
a database.

Each segmented region in the image is then summarized by
the average feature vector of all the pixels in the region.
Regions can be formed in multiple ways using features
reﬂecting diﬀerent aspects of visual characteristics. In our
system, two sets of regions are obtained by segmentation
based on color features and texture features respectively.
To extract the color part of the signature, the RGB
color components of each pixel are converted to the LUV
color components. The three dimensional color vectors
at all the pixels are clustered by the k-means algorithm
with initialization obtained by k-center clustering. The
number of clusters in k-means is determined dynamically
by thresholding the average within cluster distances. Pixels
in the same cluster form one segmented region of the
image. For each region, its average color vector and
the percentage of pixels it contains with respect to
the whole image are computed.
The color signature
is thus formulated as a weighted set of feature vectors
{(v (1) , p(1) ), (v (2) , p(2) ), ..., (v (m) , p(m) )}, where v (j) is the
mean color vector, p(j) is the area percentage of region j,
and m is the number of regions.
......

IMAGE SIGNATURE

We adopt the region-based representation of images. In
particular, local feature vectors are extracted around each
pixel to characterize various visual properties. These feature
vectors are clustered to yield a segmentation for the image.
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Experiments have demonstrated superior retrieval performance based on mutual semantic endorsement.
We also develop a new mechanism to help users explore a
database. In addition to presenting images most similar to a
query, the relationship between the query and the database
at a summarized scale is revealed. Database patterns that
relate to the query are called context. Patterns focused on
in this paper are semantic clusters extracted from images
visually similar to the query. Through context provision,
imagery and textual data are uniﬁed to complement each
other. In our system, some images in the database may
not be annotated. Even if all the images in the database
are annotated and query images are restricted inside the
database, text-based search has intrinsic limitations because
of the high variation in human interpretation of identical
images. Context, however, can highlight diﬀerent semantic
aspects of an image and enable users to tailor their searches.
The rest of the paper is organized as follows. Section 2
presents the extraction of image signatures and the
deﬁnition of image distance. The conjecture of mutual
semantic endorsement and the retrieval algorithm motivated
by it are described in Section 3. Section 4 addresses a major
component of the algorithm—determining the amount of
endorsement based on annotation words. Section 5 describes
context provision. In Section 6, data preparation, example
results, and quantitative assessment of retrieval performance
are provided. Finally, conclusions are drawn and future work
is discussed in Section 7.

......

2. There is nearly no constraint on the form of the
semantic data. Categorical semantics or unstructured
annotation words can be handled in a coherent way.
The only requirement for determining the level of
mutual endorsement is a measure for the discrepancy
between semantics.
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Texture feature extraction

Figure 1: Texture feature extraction by wavelet
decomposition
We use wavelet coeﬃcients in high frequency bands
to form texture features in a manner similar to that in
the SIMPLIcity system [15]. A Daubechies 4 wavelet
transform [4] is applied to the L component (intensity) of
each image. Fig. 1 shows the decomposition of an image
into four frequency bands: LL, LH, HL, HH. The LH, HL,
and HH band wavelet coeﬃcients corresponding to the same
spatial position in the image are grouped into one three
dimensional texture feature vector. If an image contains
mr × mc pixels, the total number of texture feature vectors
is m2r × m2c due to the subsampling of the wavelet transform.
When forming the texture features, the absolute values of
the wavelet coeﬃcients are used. K-means clustering is
applied to the texture feature vectors to extract the major
modes of these vectors. Again, the number of clusters
is decided adaptively by thresholding the average within
cluster distances.
Denote the signature of an image i by Xi = (Ci , Ti ), where
Ci is the color signature and Ti is the texture signature. Let
Ci
Ti
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where mi and ni are the numbers of regions segmented using
(j)
color and texture features correspondingly. The weight pi
(j)
or qi is the area percentage of color or texture region j.
The visual similarity between two images Xi and Xj is
deﬁned based on the IRM distance [12]:
D(Xi , Xj ) = IRM (Ci , Cj ) + IRM (Ti , Tj ) .
The IRM distance is a weighted average of the squared
distances between any pair of feature vectors across two
signatures, where the weights are determined by the most
similar highest priority (MSHP) principle.

3.

MUTUAL SEMANTIC ENDORSEMENT

The fundamental conjecture that motivates the semantic
endorsement approach to image retrieval is the following.
Conjecture of Mutual Semantic Endorsement
(MSE): Among the images in a proximity of a query
according to a visual distance, one that has semantics close
to many others tends to be semantically similar to the query.
The essence of the conjecture is the mutual semantic
endorsement of visually similar images. Because the way to
characterize the semantics of images varies, the conjecture
is put forward in a qualitatively manner. We now elaborate
the conjecture from several perspectives.
1. When the semantics of images are categorical, the
intrinsic connection between the conjecture and the nearest
neighbor (NN) classiﬁcation algorithm is lucid. To classify
a new sample by the NN algorithm, k training instances
that are closest to the sample are identiﬁed. Among these
nearest neighbors, the number of instances belonging to each
class is counted. The class that contains the maximum
number of neighbors is chosen for the new sample. The NN
classiﬁer is proven to be consistent asymptotically. In the
case of categorical semantics, if only identical semantics are
considered “close”, the conjecture merely suggests applying
the NN algorithm to determine the semantics of the query.
Same as in the NN algorithm, the parameter k can be
calibrated according to applications.
2. In more complicated scenarios, semantics may not
simply fall into several classes. One common way to specify
the semantics of an image is to annotate it by a number
of words. A measure of semantic distance can be deﬁned
for sets of annotation words. Among the images nearest
to the query in the sense of visual similarity, some may
be semantically relevant, some may not. The conjecture
suggests that an image semantically close to the query
tends to gain more support from other images in the pool
of neighbors. Without categorical semantics, we cannot
perform a simple count. However, if the nearest images are
clustered into groups according to semantic similarity, the
largest group is most likely to be semantically relevant to
the query. In another word, not knowing the true semantics
of the query, we seek mutual semantic endorsement for the
nearest neighbors. If a relatively large number of images
bear similar semantics, they endorsement each other to be
semantically close to the query.
In this paper, we focus on the scenario when images are
annotated by a few words. We assume that a portion of
images in the database are annotated. For query images
either inside or outside the database that are not annotated,
content-based retrieval is needed. On the other hand, it is
desirable to exploit the semantic information existing in the

database. Based on the MSE conjecture, we design a new
image retrieval algorithm, namely the MSE algorithm, to
improve semantic relevance. We ﬁrst consider the case that
all the images in the database are annotated. A mechanism
to treat partially annotated databases will be described
subsequently. An outline of the MSE algorithm is below.
1. Identify k images closest to the query in terms of visual
similarity. Denote this set of images by I.
2. Compute the pairwise semantic distances between
any two images in I using their annotation words.
Apply pairwise distance based clustering to the images
and ﬁnd the cluster (or clusters) that contains the
maximum number of images. Denote the set of images
in the largest cluster (or clusters) by I0 .
3. Initialize a set of images A = I0 . For each image
outside I and in the database, if its semantic distance
to any image in I0 is below a threshold , add it to A.
4. Rank images in A by the ascending order of their visual
distances to the query. The ﬁrst r images are retrieved.
Let the whole set of images in the database be D. If
only a subset of images, B ⊂ D, are annotated, every
unannotated image is grouped with its nearest neighbor in
B. Again, the visual distance is used to ﬁnd the neighbor.
Denote the set of unannotated images by B̃, B̃ ∪ B = D.
Images in B play the role of cluster centroids and yield a
partition of B̃. For an image X ∈ B, denote its associated
group of images in B̃ by P(X), P(X) = {Y : Y ∈
B̃, D(X, Y ) < D(X  , Y ) for any X  ∈ B, X  = X}. We have
B̃ = ∪X:X∈B P(X). The ﬁrst three steps of the algorithm are
performed by restricting to the subset B. After the selected
set A, A ⊂ B, is determined, an expanded set of images
Ā is formed by Ā = A ∪ Ã, where Ã ⊂ B̃ includes all the
images that are grouped with some image in A, that is,
Ā = ∪X:X∈A P(X). In the last step of the algorithm, all the
images in Ā are ranked to obtain the top r images.
The rational behind the above approach of treating
partial annotation is to approximate the semantics of an
unannotated image by that of its closest annotated image.
There are more reﬁned approaches to tackle the issue. For
instance, in future work, we can process each unannotated
image as a query by the ﬁrst two steps in the MSE algorithm.
The database is taken to be the set of annotated images.
Annotation words for images in the dominant semantic
group I0 form a basis for estimating semantics.

4. SEMANTIC CLUSTERING
Next, we describe the semantic distance deﬁned based
on annotation words.
Denote the set of annotation
words, or vocabulary, by V. Let the set of annotation
words for image Xi be Wi , where Wi = {wi,1 , ..., wi,mi },
wi,j ∈ V. We ﬁrst deﬁne a word distance using the
WordNet similarity measure [7].
The word similarity
measure software package at http://search.cpan.org/~
tpederse/WordNet-Similarity-0.12/ is used. The word
similarity is converted to a distance ranging from 0 to 1 by
the following transform function:
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Figure 2: The function that converts the WordNet
word similarity to a word distance between 0 and 1.

The transform function, shown in Figure 2, is nonincreasing and converts x ∈ (−∞, ∞) to f (x) ∈ [0, 1). When
x ≤ 0.06, we observe pairs of words that hardly relate, e.g.,
Africa/card (0.054), apple/bath (0.051), earth/lighthouse
(0.059). Thus, we set the distance f (x) to the maximum
value 1.0 when x ≤ 0.06. When x = 0.1, we intend
to set the distance f (x) to 0.6.
Example pairs of
words with similarity around 0.1 are elephant/lion (0.092),
furniture/oﬃce (0.098), glacier/rock (0.099). The function
f (x) is therefore constructed from the Sin function by
scaling, shifting, and linear transform. To design the third
segment of f (x), we require a non-increasing function that
takes the value of 0.6 at x = 0.1 to ensure continuousness.
When x → ∞, f (x) → 0. A function that satisﬁes these
1
requirements is 0.6 − 0.6 sin[ π2 (1 − ax+1−0.1a
)], a > 0. We
further set f (0.35) = 0.2 to solve the value of a = 3.471.
Examples of word pairs with similarity around x = 0.35
are man/monkey (0.355), creek/river (0.356), grass/tree
(0.350).
To compute the semantic distance between two sets of
words Wi = {wi,1 , ..., wi,mi } and Wj = {wj,1 , ..., wj,mj }, we
deﬁne the distance between one word and a set of words
as the minimum distance between this word and any word
in the set. Denote the between-word distance by dw (·, ·)
and the between word and set distance by d¯w (·, ·). Then
d¯w (wi,k , Wj ) = minwj,l ∈Wj dw (wi,k , wj,l ). The distance
between two sets of words is computed by averaging over
d¯w (wi,k , Wj ), k = 1, ..., mi , and d¯w (wj,l , Wi ), l = 1, ..., mj .
In particular,
Dw (Wi , Wj ) =

mj
mi
1 X¯
1 X¯
dw (wi,k , Wj )+
dw (wj,l , Wi ) .
2mi k=1
2mj l=1

We call this distance the average aggregated minimum
(AAM) distance. The matching scheme employed in the
AAM distance is illustrated in Figure 3. Each object in each
set is matched with the closest object in the other set. The
overall distance is the average over the distances between
the matched words.
In the second step of the MSE algorithm, images are
clustered based on their semantic distances Dw (·, ·). The
complete linkage clustering algorithm [6], a bottom-up
agglomerative clustering approach, is employed.
The
agglomerative clustering algorithm starts with each object
as one cluster and recursively merges two clusters that

Figure 3: The AAM distance between sets of words.
have the minimum distance among all the pairs of existing
clusters. The between-cluster distance can be deﬁned in
several ways, e.g., single linkage, complete linkage, average
linkage. For complete linkage, the distance between two
clusters is the maximum distance between any two objects
in the two clusters respectively. The merging is stopped
when the minimum between-cluster distance is above a preselected threshold δ. The complete linkage criterion is used
because it enforces that the semantic distance between any
two images within the same cluster is below the threshold
δ. Hence, the tightness of each cluster in terms of semantic
closeness is guaranteed even for the worst case.

5. CONTEXT PROVISION
Semantic clustering summarizes images in a visual
neighborhood of the query. Using the semantic clusters,
we can illustrate how an image relates to a database at a
relatively global, or summarized scale. Patterns that are
extracted from the database and relate to the query are
called context. Although it can be argued that a set of
retrieved images will reﬂect context to some extent, our
focus here is to design mechanisms that demonstrate context
in a direct and compact manner.
In this paper, we illustrate context from two aspects.
Given a query, a representative image of each semantic
cluster extracted from the query’s visual neighborhood is
shown. Because the MSE algorithm performs the ﬁnal
search only among images that are semantically close to
the identiﬁed dominant semantic cluster, it misses the
opportunity of presenting any semantically relevant image
in the retrieval result if the dominant semantic cluster is in
fact irrelevant to the query. On average, as will be shown
shortly by the experiments, the “puriﬁcation” of semantics
inherent in the MSE algorithm increases the percentage of
semantically relevant images in the retrieval result. On the
other hand, the worst scenario performance tends to degrade
since a relevant but small semantic cluster may be discarded.
Context provision will alleviate the problem by displaying
the representatives of all the semantic clusters. If a user is
not satisﬁed with the retrieved images, she can examine the
representative images and conduct a second round search by
selecting semantic clusters other than the dominant one.
The second way to show the context is to visualize
the semantic clusters around the query.
We embed
images in these clusters and the query into a plane using
multidimension scaling (MS) with the classical scaling
criterion [3]. For the purpose
p of the embedding, the
dissimilarity between images is D(Xi , Xj ). Images in the

same semantic cluster are marked by the same symbol in
order to elucidate the relationship between the semantic
clusters and the query.
Examples are illustrated in
Figure 7(c) and Figure 8(c).
It is often said that “a picture worths a thousand words,”
which to a certain extent supports retrieving images using
objective visual similarity measures. On the other hand,
text-based search tends to be more accurate if appropriate
query words are used. Context provision is a mechanism
to leverage the advantages of both visual content- and
text-based search. By performing text-based clustering of
images in the visual neighborhood of a query image, diﬀerent
semantic aspects of the query may be discovered. The
demonstration of these semantic aspects allows diﬀerent
users to emphasize their own views of the query. Moreover,
annotations of the image clusters can remind users a diverse
range of words that may describe an image in concern.

6.

EXPERIMENT

We ﬁrst describe the preparation of data, then demonstrate the MSE retrieval by walking through examples, and
at last show numerical comparisons of retrieval results.

6.1 The Image Database
The MSE retrieval system has been implemented using a
database of 10, 100 general-purpose photographs from the
COREL collection. The images are of size 256 × 384 or
384×256 and originally in JPEG format. In the construction
of the collection, the COREL corporation stored images in
batches, each containing 100 pictures depicting one topic of
interest. To manually annotate every image, we ﬁrst assign
each topic several descriptive words, e.g., “golf, people,
sports”, “building, city”, “mountain, glacier, landscape”.
However, images in one category are often semantically
diverse and cannot be characterized consistently by a few
words. For instance, the “Jamaica” category contains
pictures of coastal sceneries, tropical ﬂowers, and tourists;
the “Space” category contains pictures of stars, astronauts,
space shuttles, etc. To address this issue, the category
annotation words are merely used as a starting point and
are checked against every image contained in the category.
Each of these words is either retained in the annotation
of an image or deleted if not appropriate. In addition,
if needed, extra annotation words are assigned on a per
image basis. As a large portion of images in one category
share annotation words, this approach of coarse to ﬁne
manual annotation is signiﬁcantly more eﬀective than a
straightforward image by image annotation procedure. It
took the author about 9 hours to manually input all the
annotation.
The total number of annotation words used is 227. Table 1
lists a random sample of these words. There is considerable
semantic overlapping across the 101 topic groups. On
average, a word appears in the image-wise annotation of
3.36 topic groups.
Each image is annotated by an average of two words. The
histogram of the number of annotation words for each image
is shown in Figure 4. The word distance transformed by
f (x) from the WordNet similarity is computed for every
pair of non-identical words. The distance between the same
words is zero. For all the non-identical pairs of words in the
vocabulary V, 66% of them have a nearly maximal distance
(> 1 − 1.0e − 4). The histogram for pairwise word distances

apple
bird
cheese
dish
giraﬀe
horse
lawn
mountain
picnic
pool
road
sea-lion
sled
subsea
truck
wine

art
building
cloth
dog
grand-canyon
Italy
leaf
noodle
plane
rabbit
rose
shop
soup
temple
turtle
wolf

barbecue
butterﬂy
creek
ﬁrework
hat
kangaroo
leopard
orange
plant
race
ruins
skate
Spain
train
violin
woman

basket
cake
crocodile
game
Hongkong
lamp
monument
phone
polar
rafting
satellite
sky
stamp
tree
wave
zebra

Table 1: A random sample from the annotation
words used for the image database.
below 1−1.0e−4 is shown in Figure 5. For this restricted set
of word distances, the mean value is 0.852, and the median
is 0.947. The statistics show that the vast majority of the
word pairs have large distances.
4500
4000
3500
3000
2500
2000
1500
1000
500
0

1

2

3
4
Number of annotation words

5

6

Figure 4:
The histogram of the number of
annotation words for each image in the database.

6.2 Examples
In our experiments, 1,000 images are randomly chosen
from the database to serve as a test set. Search during
retrieval is conducted on the rest images. All the example
query images are from the test set. In the MSE algorithm,
we set parameters k = 20,  = 0.5, δ = 0.5.
An example query image and 15 images closest to it in
terms of visual distance are shown in Figure 7(a). Without
mutual semantic endorsement, these images constitute the
ﬁnal retrieval result. For the MSE algorithm, however,
ﬁnding these images corresponds to the ﬁrst step. After
semantic clustering in the second step, the images are
divided into 8 groups. The number of images contained in
each group and the annotations of the images are listed in
Table 2. The largest semantic group contains 5 images all
annotated by woman.
Based on the dominant semantic cluster, a subset of
images with semantics close to any image in this cluster are
selected, and visual similarity ranking is performed. The
retrieval result is shown in Figure 7(b). It is clear that MSE
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Figure 5: The histogram of the pairwise word
distances that are below 1 − 1.0e − 4.
# Images
5
4

3
2
2
2
1
1

Annotation (# occurrences if > 1)
women (5)
Africa, man
man (2)
man, sports
Egypt, historic
Egypt, historic, pyramid (2)
coast, man, ocean
beach, ocean, people
machine, truck
rocket, space
glacier, landscape, mountain (2)
interior, oﬃce
stamp

Table 2: The semantic clustering result for one
example query image.
substantially improves retrieval. Among the 15 retrieved
images, 11 of them are portraits of women. All the rest
show human activities. In contrast, the retrieved images in
Figure 7(a) contain pictures of pyramid, stamps, mountains,
etc. Images in Figure 7(a) with annotations beneath are
the representatives for the 8 semantic clusters respectively .
Figure 7(c) presents the plane embedding of the query and
the images in the semantic clusters. Each non-query image
is marked by the sequence number of the semantic cluster
it belongs to. The plot shows that the semantic clusters are
not well separated according to visual similarity.
Another example is shown in Figure 8. For this query
image, 6 semantic clusters are extracted, as shown by
their representative images and annotations in Figure 8(b).
The plane embedding plot in Figure 8(c) shows that the
ﬁrst semantic cluster accounts for 70% of the top 20
images (ranked by visual distances), indicating a small
variation in semantics for images around the query. Because
the annotation of the representative image in the chosen
dominant semantic cluster is “cruise, ocean”, the retrieved
images in Figure 8(a) are all about cruise and/or ocean.
The second semantic cluster with annotation “glacier,
landscape, mountain” can be of interest to users who want
to emphasize the glacier aspect of the query. Figure 8(d)
shows the retrieved images by choosing the second semantic
cluster instead. Not surprisingly, many pictures of glacier
mountains are obtained.

This example shows that one function of context provision
is to reveal diﬀerent semantic aspects of a query by semantic
clustering of visually similar images. Text annotation
is intrinsically limited by the subjectiveness of whoever
annotates the images. It is in general diﬃcult to ensure
that the interest of an arbitrary user is always captured by
the annotation words. For instance, the semantic distance
between the query’s annotation, “cruise, ocean, glacier”,
and that of the second semantic cluster, “glacier, landscape,
mountain”, is 0.524, above the threshold δ = 0.5. Hence,
even if we assume that the query’s annotation words are
known, conducting a semantics restricted search will exclude
images with annotation “glacier, landscape, mountain”.
One can argue that a user can inform the system to focus
on glacier when comparing semantics. However, this implies
the necessity of inputing text by a user and the need of more
complicated interfaces.
Comparisons between retrieval with and without MSE
are further shown in Figure 9 using another two query
images. For the query image of cat, without MSE, only
three retrieved items are cat pictures and the others are
pictures of planes, boats, mountains, etc. With MSE, 9 out
of the top 13 retrieved images are cat pictures. For the
query image of royal guards in London, without MSE, we
get images of buses, rafting, food, etc. With MSE, all of the
13 top retrieved images are about royal guards.

6.3 Numerical Performance
To quantitatively assess the performance of MSE retrieval,
precisions for the 1,000 test images are computed. The
search for similar images is conducted on images excluding
the test set, referred to as the training set for brevity. To
compute precision, we call a retrieved image “a match”
if the semantic distance between its annotation and the
annotation of the query is not greater than a given threshold
θ. The precision is the percentage of matched images
in the top m retrieved images. Precisions are computed
for any combination of θ ∈ {0.0, 0.1, 0.2, 0.3, 0.4, 0.5} and
m ∈ {10, 20, 30, 50, 100}.
Three schemes of retrieval are compared: (1) pure visual
distance based search, (2) MSE retrieval assuming that
all the training images are annotated, (3) MSE retrieval
assuming that only a random half of the training images
are annotated. Figure 6 shows the average precisions over
all the test images based on diﬀerent values of θ and
m. In Figure 6(a), the precisions with θ ﬁxed to 0.3 are
shown versus a varying m. Comparing MSE retrieval with
full annotation and the pure visual similarity search, the
improvement in precision is substantial. Averaging across
m, the percentage of increase in precision is 70%. For m =
100, the precision nearly doubles. If only the annotations of
half of the training images are used, the increase of precision
is still large, over 32% on average for diﬀerent values of
m. Performance of the three schemes of retrieval is also
compared in Figure 6(b), where m is ﬁxed to 20 and θ
varies from 0.0 to 0.5. Again, the precisions obtained by
MSE retrieval are consistently and substantially higher than
those obtained using only visual distances.

7. DISCUSSION AND CONCLUSIONS
In this paper, we propose the conjecture of mutual
semantic endorsement for image retrieval. Under this
conjecture, the semantics of a query tend to be revealed
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In fact, regarding the annotated images as the training
set, we can approximate the semantics of each unannotated
image using the MSE system. The inﬂuence of this approach
on retrieval performance needs to be investigated.

Without MSE
With MSE (100% images annotated)
With MSE (50% images annotated)
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by the largest semantic cluster obtained by clustering
annotations of images in a visual neighborhood of the query.
The MSE retrieval system enhances semantic relevance by
excluding from search images that are semantically far away
from images in the dominant semantic cluster. In addition
to retrieved images, the system also feeds back the semantic
clustering result as a form of database context. The
context demonstrates possibly diﬀerent semantic aspects of
a query, and hence allows users to eﬀectively reﬁne retrieval.
Experiments conducted on a photograph image database
have shown that mutual semantic endorsement substantially
improves retrieval accuracy.
Experiments suggest that context provision can serve
as a platform for reﬁning retrieval. A detailed study of
this potential is interesting to pursue. In the current
paper, unannotated images in the database are treated in
a relatively simple manner. Speciﬁcally, their semantics are
taken to be the semantics of their closest annotated images.
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Figure 7: The retrieval and results for one example query.
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Figure 8: An example query. (a)-(c): The retrieval and context results obtained by mutual semantic
endorsement. The query image is at the top left corner of (a). (d): The retrieval result obtained by
selecting the second semantic group, which is annotated by glacier, landscape, mountain.
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Figure 9: Comparisons for retrieval with or without mutual semantic endorsement. The query images are at
the top left corner of each panel.

