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Abstract

The topic of Bayesian updating is explored using standard and non-standard

dice as an intuitive and motivating model. Details of calculating posterior

probabilities for a discrete distribution are provided, offering a different view

to P-values. This article also includes the stars and bars counting technique, a

powerful method of counting that is accessible to students who have been

introduced to permutations and combinations. Supportive R code is included

throughout, and a Shiny application accompanies the article allowing for an

interactive exploration of the topics discussed.
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1 | INTRODUCTION

The aim of this article is to foster the understanding of
Bayesian reasoning and to understand the differences
between Bayesian and non-Bayesian approaches. This
material is most suitable for students who have some
familiarity with permutations/combinations, statisti-
cal hypothesis testing, P-values, and who have seen
Bayes's theorem. The author has effectively used this
discrete model of dice rolling in the classroom to
introduce and motivate the understanding of Bayesian
concepts.

The use of dice in the classroom can provide an
effective model for teaching discrete probability and
statistical concepts. Many articles published in Teach-
ing Statistics have discussed various uses of dice in the
classroom such as analyzing dice games [4,5,9,10,12–
14] and using non-traditional dice in various classroom
activities [3,6–8].

This article reinforces fundamental statistical con-
cepts through explorations with standard and non-
standard (weighted) dice. The use of dice can make
the data generating model easy to understand, thus all-
owing one to focus on core statistical concepts. A key
question that we seek to address in this article is the
following.

Having observed the outcomes of a rolled
die, what can we say about the fairness or
otherwise of the die?

Applications of Bayes's theorem are detailed below to
answer this key question. Some students may be unfamiliar
with applications of Bayes' theorem to inference, and this arti-
cle provides a good way for students to be gently introduced
to Bayesian concepts. We also compare the Bayesian
updating approach with the goodness-of-fit statistic - a
method students may be more familiar with - thus providing
some insight into some of the differences between Bayesian
and non-Bayesian approaches, including the questions they
can consider and the assumptions needed for each approach.

Teaching Statistics also has a rich history of publish-
ing articles utilizing Shiny applications in various ways to
illustrate statistical concepts [1,11,15]. This article is also
accompanied by a Shiny application [2] available online
at https://glow.shinyapps.io/dice/. This interactive appli-
cation allows one to easily simulate the rolling of various
dice, and it will dynamically perform many of the statisti-
cal analyses discussed in this article.
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This article includes an R code that allows one to virtu-
ally roll dice with any set of probabilities for the faces. R code
is also provided for performing all of the calculations dis-
cussed in this article. There is also an accompanying Data S1
with a few advanced topics for the interested reader.

In Section 2, we explain how to use R to simulate dice
rolls with arbitrary probabilities followed by introducing our
motivating question relating to rolling dice. In Section 3, we
describe how Bayes' theorem can be applied to solve the
motivating question. In Section 4, we modify the motivating
question and explore how the modification affects the Bayes-
ian inference. In Section 5, we reformulate the motivating
using two-sided coins in replace of six-sided dice. In Sec-
tion 6, we compare and contrast the Bayesian approach with
the non-Bayesian goodness-of-fit test. In Section 7, the devel-
oped interactive Shiny application is described, and we fin-
ish the article with some concluding remarks in Section 8.

2 | VIRTUAL DICE ROLLING
(USING R)

We start off with a probabilistic model for rolling a die.
A six-sided die - fair or otherwise - with markings of
one through six on its faces will display one of these
numbers upon landing with the respective probabilities
of p1 through p6 satisfying p1+ p2+ p3+ p4+ p5+ p6= 1.
For a standard (“fair”) die, each of these probabilities is
1/6, but for a loaded, or “trick die,” these probabilities
may be substantially different from 1/6. Here, we
assume rolls of the die are independent and that the
probabilities p1 through p6 stay the same for every roll.
Therefore, we can succinctly represent n rolls of a given
die by a 6-tuple (n1, n2, n3, n4, n5, n6), where ni repre-

sents how many times the number i appeared
(so n = n1+ n2+ n3+ n4+ n5+ n6).

If pi>0 for each i, a natural question is “howmany differ-
ent 6-tuples are possible after n rolls of the dice?” This ques-
tion can easily be answeredwith the “stars and bars” counting
technique. Suppose we place n stars in a row and use 5 bars to
separate them. The five bars split the stars into six bins and the
number of stars in each bin corresponds to the respective ni.
Therefore, it is equivalent to count the number ofways of plac-
ing five bars among n+5 spots that are linearly arranged; that

is, there are a total of
nþ5

5

� �
possible 6-tuples. For

example, if we rolled a die n = 10 times, there are a total

of
15

5

� �
¼ 3003 possible 6-tuple outcomes.

Some of these 6-tuples will be more likely than
others, depending on the probabilities pi. For example,
when rolling a standard die 10 times, we would expect an
evenly distributed tuple like (2,2,2,2,1,1) much more
likely than a lop-sided tuple like (6,1,1,1,1,0). The former
tuple is actually 45-times more likely than the latter. This
probability calculation is discussed further in a subse-
quent section.

Next, we consider non-standard dice such as weight-
loaded dice or some other form of trick dice in which the
probabilities are no longer uniform. There are many dif-
ferent ways one can construct a trick die, but a common
technique is to make the weight inside the die non-
uniform by discreetly inserting a metal weight. The
online business trick-dice.com - based in the Scottish
Highlands - makes and sells all kinds of tricky dice,
including side-weighted, edge-weighted, and corner-
weighted dice using lead or iron. The company provides
a YouTube demonstration of its “three-loaded die,”
which displayed approximate probabilities of p1 = 0.08,
p2 = 0.08, p3 = 0.64, p4 = 0.01, p5 = 0.06, and p6 = 0.13
after 113 rolls. This die has a high likelihood of rolling a
three and a very small likelihood of rolling a four (the
number on the opposite of three). Although it may be fun
and engaging rolling trick dice in the classroom, it is not
necessary to spend money to generate data from such
dice. The R function rmultinom will easily generate
rolls from any die with user-specified probabilities. For
example, R Code Block 1 shows how easy it is to simulate
100 rolls of the three-loaded die.

The parameters n= 1 and size = 100 automatically
tabulates the 100 rolls into six bins, but specifying
n = 100 and size= 1 would provide the individual
results of the 100 rolls.

Now that we can easily generate rolls of weighted
dice, we consider the following motivating question.

Two dice are placed in a bag - one being a standard
fair die and the other being a “three-loaded die”
(p1 = 0.08, p2 = 0.08, p3 = 0.64, p4 = 0.01, p2 = 0.06,
and p2 = 0.13). One die is randomly selected from

R Code Block 1: Simulate rolls of a weighted die
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the bag and is rolled several times. Based on the rolls,
which die would you conclude was rolled?

For this question, we know that one of the two
dice is selected at random, so before collecting any
data, we know that the chance we have, the fair die
is 0.5. We now roll the selected die, and use the infor-
mation in the data to “update” this probability. The
0.5 is called the prior probability of the fair die. The
“updated” probabilities using the information in the
data are called posterior probabilities. We proceed to
answer this question by calculating posterior probabil-
ities of each die based on the data and prior probabil-
ities. This approach is referred to as the “Bayesian
approach.”

3 | BAYESIAN APPROACH

At the heart of the Bayesian approach is Bayes' theorem.
Before rolling the die, we know the prior probability of
selecting the fair die is 50% and the prior probability of
selecting the three-loaded die is 50%. We use Bayes' theo-
rem to update the prior probabilities according to the
observed data. Using Bayesian terminology, we call the
updated prior probabilities posterior probabilities. This
Bayesian updating process is heuristically depicted in
Figure 1.

The way in which we calculate the posterior probabil-
ities on the right-hand side of Figure 1 is using Bayes'
theorem. We present the posterior probability calcula-
tions for our die rolling problem using Bayes' theorem
below.

Pr Standard diejDatað Þ

¼ Pr Standard dieð ÞPr DatajStandard dieð Þ
Pr Datað Þ

ð1Þ

Pr Three-loaded diejDatað Þ

¼Pr Three-loaded dieð ÞPr DatajThree� loaded dieð Þ
Pr Datað Þ

ð2Þ

The calculation of the posterior probabilities in Equa-
tions (1) and (2) have three components:

Prior probabilities: The terms Pr(Standard die) and
Pr(Three - loaded die) are the prior probabilities and they
are both equal to 0.5 in our problem.

Likelihood probabilities: The terms Pr(Dataj
Three - loaded die) and Pr(Dataj Standard die) are called
the likelihood probabilities. They represent the probabil-
ity of the observed data given, we knew the precise die
that was rolled.

Marginal probability: The marginal probability is
Pr(Data), and we show below how this quantity is calcu-
lated using the law of total probability.

In order to calculate the likelihood probabilities
for this problem - the probability of observing
an outcome for a specific die with known probabili-
ties - we need to first introduce the multinomial
distribution.

3.1 | Multinomial distribution

The multinomial distribution models the exact probabil-
ity of a 6-tuple outcome (tabulated rolls of a six-sided
dice) given the probabilities pi of each face appearing.
The precise probability for a general outcome (n1, n2,n3,
n4,n5, n6) is

Pr n1,n2,n3,n4,n5,n6ð Þjðp1,p2,p3,p4,p5,p6Þð Þ¼
n1þn2þn3þn4þn5þn6ð Þ!

n1!n2!n3!n4!n5!n6!
pn11 pn22 pn33 pn44 pn55 pn66

ð3Þ

For a fair die, the probabilities pi are all equal to 1/6.
In addition, keeping with our notation n = n1+ n2+ n3
+n4+n5+n6, Equation (3) simplifies to

Pr n1,n2,n3,n4,n5,n6ð Þ j 1=6,1=6,1=6,1=6,1=6,1=6ð Þð Þ
¼ n!
n1!n2!n3!n4!n5!n6!

� 1
6n

:

ð4Þ

In R, a factorial can be computed with the func-
tion factorial, so, for example, factorial(5)
will produce the outcome 120. Instead of explicitly
computing the formula above, we can also use the
built-in R function dmultinom, which will perform
the same computation. In R Code Block 2, we calcu-
late the probability of observing (2,2,2,2,1,1) after
10 rolls of a fair die two ways: (a) directly comput-
ing Equation (4) and (b) using dmultinom. Finally,
we calculate the probability of rolling (6,1,1,1,1,0),
and show the ratio of these two probabilities is 45.FIGURE 1 Heuristic depiction of Bayesian updating
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Returning to our motivating example, R Code Block
3 calculates the likelihood probabilities of observing
(4,2,9,1,3,6) assuming we rolled the standard die, and,
separately, assuming we rolled the three-loaded die.

3.2 | Marginal probability

The last calculation we need to work out for the Bayesian
approach is the so-called marginal probability: Pr(Data).
In order to calculate this term, we utilize the law of total
probability:

Pr Datað Þ¼ Pr DatajStandard dieð ÞPr Standard dieð Þ
þPr Datajthree� loaded dieð ÞPr three-loaded dieð Þ:

ð5Þ

That is, the data were generated either by
the standard die or the three-loaded die, and we cal-
culate those respective probabilities using the multi-
nomial distribution weighted against their prior

probabilities. We notice that these terms are pre-
cisely the numerators presented in the right-hand
side of Equations (1) and (2). Now that we can eas-
ily calculate the likelihood probabilities, we proceed
to calculate the marginal probability in R Code
Block 4.

3.3 | Putting it all together

Finally, we are ready to calculate the posterior probabili-
ties in Equations (1) and (2). R Code Block 5 calculates
these posterior probabilities.

R Code Block 2: Computing multinomial probabilities

R Code Block 3: Computing likelihood probabilities for the outcome (4,2,9,1,3,6)

R Code Block 4: Calculating the marginal probability
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The R output shows that the posterior probability of
the standard die is about 42% and the posterior probabil-
ity of the three-loaded die is 58%. The results of this
Bayesian approach are summarized in Figure 2. Having
observed data with somewhat a disproportionate number
of threes being rolled, the probability of the three-loaded
die increases from 50% to 58%. Based on the available
data, we are far from having a strong assertion as to
which die was rolled, so we may choose to continue to
roll the die until a certain posterior probability, for exam-
ple, 95%, was reached.

4 | MYSTERY DIE QUESTION

In the previous example, we utilized Bayes' theorem to cal-
culate the probability, a certain die was selected between
two specific dice with known probabilities. But what if we
did not know the probabilities of the other die? Here, we
consider the following motivating question:

Suppose we place two dice in a bag - one stan-
dard and one non-standard - and randomly select
one and start rolling it. Having seen the rolled
data, what can we say about which die was
selected?

In order to calculate the posterior probabilities pres-
ented in Equations (1) and (2), we need to invoke some

assumptions on the mystery die. For example, we can
assume the mystery die belongs to a prespecified set of
possible dice and provide prior probabilities for each die
in this set. Such a set could potentially be quite large to
allow for a more complete approach. One method of
specifying such a set of possible dice brings us back to the

stars and bars calculation. We know there are
kþ5

5

� �

ways of placing k stars in six bins, and we can use these
placements to construct a broad array of priors. We do this
by identifying each bin allocation, say k1 stars in bin 1, k2
stars in bin 2, etc., with a die with probabilities k1/k, k2/k,
etc. For example, with k = 10, the composition 3+4+1+0
+2+0 can correspond to the die with probabilities p1 = 0.3,
p2 = 0.4, p3 = 0.1, p4 = 0, p5 = 0.2, and p6 = 0. We would
then split the prior probability of 0.5 for the mystery die

equally among each of the
kþ5

5

� �
possible dice.

Another approach might be to consider the possible
trick dice that could be constructed. For example, if a die
is loaded to roll a three by placing a weight along its
opposite side (the side showing a four), then that die
would be much less likely to roll a four. Other weighting
approaches such as edge weighting and corner weighting
could be also taken into consideration when formulating
the set of candidate mystery dice with associated prior
probabilities. This task of constructing a reasonable set of
priors can potentially require considerable effort.

But what happens if none of the dice we use in the
Bayesian approach are correct? For example, assume that
the die that was being rolled had probabilities p1 = 0.1,
p2 = 0.1, p3 = 0.4, p4 = 0.1, p5 = 0.1, p6 = 0.2, but we
only considered the standard die and three-loaded die as
possibilities. If we kept rolling the die a large number of
times, which die, if any, would the Bayesian updating
ultimately settle upon? It turns out that the Bayesian
approach will select the “closest die” to the true die. By
select, we mean the posterior probability for that die will

R Code Block 5: Calculating the posterior probabilities

FIGURE 2 Summary results of the Bayesian approach
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converge to one. The notion of “closest” is difficult to
define, but more information for the inquisitive reader is
provided in the supplemental materials.

We conclude this section with a broader discussion of
the application of Bayesian methods in practice. At its core,
the Bayesian approach starts with prior knowledge (such
as the prior probability of drawing the fair die) and updates
that knowledge after observing some data. We call our
updated knowledge the posterior probabilities. Later, if
new data comes along, we can use “old” posterior probabil-
ities as prior knowledge and then generate “new” posterior
probabilities. This process mimics how we learn: at first,
we may be quite unfamiliar with a certain topic (prior
knowledge), but after we learn more about the topic (data),
our new understanding of the topic (posterior knowledge)
is a melding of our prior knowledge and the data. In medi-
cine, for example, we might know how well certain vaccine
works in one country, but we may be primarily interested
in knowing how well it works in our own country where
limited data are available. A Bayesian analysis could help
us to incorporate the prior data from the other country
with limited data from our own country to better infer the
vaccine efficacy in our own country.

5 | BIASED COINS

A simpler model to Bayesian dice is a Bayesian coin
model, as coins have only two outcomes (heads or tails)
as opposed to the six sides of a die. Here, we provide a
brief presentation of the Bayesian coin model, starting
with the following motivating question.

Two coins are placed in a bag - one being a stan-
dard fair coin and the other being a “biased
coin.” One coin is randomly selected from the
bag and is flipped several times. Based on the
outcomes of the flips, what can we say about
which coin was flipped?

This coin problem is similar to the mystery die problem
in the previous section, as we are not explicitly told the
probability of heads for the biased coin. If this were known,
then we would proceed in a manner similar to the three-
loaded die presented at the start of this article. However,
like we described with the mystery die, in order to proceed
with a Bayesian analysis and calculate posterior probabili-
ties, we need to invoke some additional assumptions on
the biased coin. Fortunately, in this case, modeling a

generic biased coin is rather simple since we only need to
specify a distribution for one parameter: the probability of
heads, which we will call θ. Calculations of the posterior
probabilities start off similarly to Equations (1) and (2):

Pr Fair coinjDatað Þ¼Pr Fair coinð ÞPr DatajFair coinð Þ
Pr Datað Þ

ð6Þ

Pr Biased coinjDatað Þ¼Pr Biased coinð ÞPr DatajBiased coinð Þ
Pr Datað Þ

ð7Þ

If we are able to calculate the term Pr(DatajBiased
coin), then we will be able to fully calculate the posterior
probabilities in Equations (6) and (7).

Now suppose a coin with probability of heads equal
to θ is flipped n times. Then the probability of observing
x heads (where x is some integer from 0 to n) follows the
binomial distribution as given below.

Pr x heads in n flips|fflfflfflfflfflfflfflfflfflfflfflfflfflffl{zfflfflfflfflfflfflfflfflfflfflfflfflfflffl}
Data

jθ

0
B@

1
CA¼ n

x

� �
θx 1�θð Þn�x ð8Þ

This allows us to compute the likelihood probabilities,
Pr(Dataj θ), provided we know θ. For a fair coin, we know
θ¼ 1

2, but for the biased coin in our question, the value of
θ is not known. We start by considering a set of candidate
values of θ for the biased coin. For example, the values
{0%, 10%, 20%, 30%, 40%, 60%, 70%, 80%, 90%, 100%}, would
be perfectly reasonable, and having no other information
about the biased coin, it is natural to assume each of
these biased coins is equally likely. With such an assump-
tion, we are able to calculate Pr(DatajBiased coin) using
the law of total probability that is described in Equa-
tion (5). Suppose the candidate values of θ for the biased
coin are θi, i = 1, …, m, with prior probabilities Pr(θi)
such that

Pm
i¼1Pr θið Þ¼ 1. Then

Pr DatajBiased coinð Þ¼
Xm
i¼1

Pr Datajθið ÞPr θið Þ ð9Þ

To take a more concrete example, suppose we flipped
the coin 20 times and observed 18 heads. The following R
code helps us compute Equations (6) and (7) for the set
of possible values of θ listed above. We use the R com-
mand dbinom to calculate the binomial probabilities in
Equation (8). R Code Block 6 calculates out the posterior
probabilities for the coin problem.
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As expected, after observing 18 heads in 20 coin flips,
the posterior probability that the fair coin was selected is
quite low - around 0.8%. Had we observed 10 heads out
of 20 flips, the posterior probability for the fair coin
would be 92.2%.

Having no information about the nature of the biased
coin suggests modeling the probability of heads, θ, with a
uniform distribution on [0,1]. Equation (9) does have a
natural extension from a set of discrete parameters θi to
continuous probability distribution on θ. This more
advanced calculation is described in the supplemental
materials.

6 | GOODNESS-OF-FIT TEST WITH
THE MYSTERY DIE PROBLEM

Now we consider again the mystery die problem, and a
non-Bayesian approach, both in the question it considers
and in how it presents the evidence in the data. Although
probabilities have been considered for centuries, statisti-
cal inference concepts and methods were started only
about 100 years ago. The classic statistical hypothesis
testing, which was developed then was set up for situa-
tions like the first example when the choice is between
just two completely specified dice. But such examples are
artificial rather than real world, and statistical hypothesis
testing is used in complex real contexts as a way of inter-
preting evidence in data, often in conjunction with other
methods.

For the mystery die problem, we just consider the
question is it fair or is it not, without any restrictions on
the die if it is not fair, or any prior assumptions (such as

it is equally-likely to be one of a set of dice). The simplest
situation is that the die is fair, so the approach is to con-
sider how much evidence the data provide against that
simple assumption. The Bayesian approach includes find-
ing the chances of getting exactly our observed data
assuming different dice, but here the approach is to find
the chance of getting our observed data or more extreme
if the die is fair.

We can do this for the mystery die problem by con-
ducting what is known as a goodness-of-fit test, which
students often encounter in their first statistics course.
We start with setting up our two statistical hypotheses:

H0 null hypothesisð Þ : the die is fair; that is, pi
¼ 1=6 i¼ 1,…,6ð Þ

H1 alternative hypothesisð Þ : the die is not fair; that is,
pi ≠ 1=6for somei

The goodness-of-fit chi-squared statistic is calculated
as follows.

X observed�expectedð Þ2
expected

¼
X6
i¼1

ni�n=6ð Þ2
n=6

This statistic is then compared to a chi-squared distri-
bution with five degrees of freedom (the six values of pi,
which can vary minus the one constraint

P6
i¼1pi ¼ 1

yields five degrees of freedom) to determine the P-value
of the statistical hypothesis test. The P-value is the
chance of getting our observed data or more extreme (ie,

R Code Block 6: Calculating the posterior probabilities for the coin problem
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further away than what we would expect) if the die is
fair. So a small P-value provides evidence that the die is
not fair. A not-small P-value says there is insufficient evi-
dence to say the die is not fair.

It is important to note that the goodness-of-fit test is
an asymptotic test, and that appropriate use of this test is
reliant upon a sufficiently large sample size (number of
rolls) to ensure the test statistic is reasonably close to the
assumed chi-squared distribution. There is no set sample
size that can provide assurance, the assumptions of the
test will be sufficiently satisfied. Alternative methods for
smaller sample sizes are mentioned in Data S1.

Suppose we rolled the mystery die 25 times and
observed the outcome (4,2,9,1,3,6). We will use R to help
us calculate the goodness-of-fit statistic and
corresponding P-value to test whether or not these rolls
are consistent with a fair die. R Code Block 7 shows how
to compute the goodness of fit test statistic and
corresponding P-value using R.

So there was about a 7% chance of getting this
outcome or further away than the theoretical
expected number of 25/6 for each face. This is tell-
ing us that it would not be highly unusual to get
our data just by chance if the die is fair, however,
with a 7% chance of getting our data, we might won-
der if the die is fair. Stating this P-value, and saying
that there is some but not much evidence that the
die is not fair, is the best way of communicating the
result of this test.

The goodness-of-fit test seems is well suited to test
against a generic alternative as presented with the
mystery die problem, but note that it focuses on the
question “is there sufficient evidence in the data that
the die is not fair?” It does not say anything about
what the die might be if there is good evidence that it
is not fair, and it does not take into account any prior
information we might have. In contrast, the Bayesian
approach to this mystery die problem can take into

account prior information, but it has to assume priors
and the analysis depends on these prior assumptions,
and it struggles with having to greatly restrict possibil-
ities if the die is not fair, and/or requiring the applica-
tion of highly advanced mathematics and computation
power.

7 | SHINY APPLICATION

A Shiny application for the dice context to accompany
this article is accessible at https://glow.shinyapps.io/dice/
and the source code has been posted to GitHub at
https://github.com/arthurberg/dice. Figure 3 displays a
screenshot of the interactive Shiny application that is
highlighted into six parts for easy identification in the
subsequent descriptions. The left-hand side of the appli-
cation (highlights 1, 2, and 3) pertain to user-defined
inputs, and the right-hand side of the application (high-

lights 4, 5, and 6) displays the outputs/results of the sim-
ulations/analyses.

7.1 | Highlight 1: Selecting the die

This section of the application determines the spe-
cific die that will be rolled. Options include the stan-
dard die and three-loaded die, as discussed in this
article, as well as the option of specifying a custom
die with user-specified probabilities like we explored
in the previous section. The custom die option can
be used to explore the results described in the
previous section. In addition, there are three differ-
ent options for selecting a mystery die. For each
mystery die selection, there is a 50% probability of
selecting the standard die, and depending on which
mystery die is selected, there is a 50% probability of
selecting a three-loaded die, an unspecified die with

R Code Block 7: Calculating the goodness-of- t statistic and p-value
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“random” probabilities, or a die with user-specified
probabilities.

7.2 | Highlight 2: Selecting the priors

This section of the application allows the user to select
the priors together with their respective probabilities.
The options include the standard die, three-loaded die,
and a custom die with user-specified probabilities. There
is also the option of selecting “broad ranging dice” in
which the user-specified prior probability is split between
15

5

� �
¼ 3003 broad ranging priors. These priors are

formed using the method described in the previous sec-
tion. The prior probabilities should add to 1, but if they
do not, the application will automatically normalize these
priors by dividing by their sum.

7.3 | Highlight 3: Rolling the die

The user can specify the initial number of rolls but then
dynamically add more rolls (in increments of 1, 5, or 20)
and observe how the results change with the additional
rolls. The “Reveal die” button is discussed in Highlight
6. The “Reset” button will reset the rolls but not the user-
set parameters. This allows one to easily see how differ-
ent results arise from different datasets under a fixed set
of parameters.

7.4 | Highlight 4: Results I

The individual rolls are presented at the top of this
section and the tabulated rolls are presented in the
graphic on the left. The graphic on the right shows the
user-specified prior probabilities and the calculated

FIGURE 3 Overview of the accompanying Shiny application that is available at https://glow.shinyapps.io/dice/
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posterior probabilities. This graphic will dynamically
update depending on the selected priors and their prior
probabilities. If “Broad ranging dice” is selected in the prior
list, then all dice in this set are lumped together to keep
the graphic from becoming unwieldy, but priors from this
set with a posterior probability of at least 5% will be listed
out in the table below. Listing out all the priors in the table
would also make the table unwieldy; there is no particular
significance to the chosen threshold of 5%.

7.5 | Highlight 5: Results II

The goodness-of-fit test statistic and P-value under the
null hypothesis that the rolled die is a standard die is dis-
played in this section. In addition, included is a list of
dice with highest posterior probabilities. If “Broad rang-
ing dice” is selected as a prior, then all of the 3003 prior
dice with a posterior probability greater than 5% will be
listed in this table.

7.6 | Highlight 6: Uncovering the
mystery die

If a mystery dice is selected in the simulation, this
section will show the dice that were rolled. By default,
the die is hidden unless the “Reveal die” button is
pressed. This allows for a more suspenseful in-class pre-
sentation by revealing the true underlying die only after
considering the data and various analyses.

8 | FINAL REMARKS

Dice rolling provides a stripped-down probabilistic
model for reinforcing key concepts of discrete probability
and statistics. We use the dice rolling model to better
understand Bayesian updating, which can be viewed as a
stepping stone to more sophisticated topics in Bayesian
statistics. We also contrasted the Bayesian approach with
the goodness-of-fit test and noted the contrast in the
questions being considered, the assumptions necessary
for the approach, and how the evidence in the data are
presented. Note that this article does not consider other
aspects of both the Bayesian and non-Bayesian
approaches, such as credible intervals and estimation
intervals.

Dice rolling in the classroom - or use of the included
Shiny application - can provide an effective in-class activ-
ity to keep students interested and curious. Thought-
provoking comments are provided throughout the article

to encourage the reader or student to consider possible
approaches in the context of the topics that have been
introduced. The accompanying Shiny application pro-
vides boundless possibilities for further explorations to
fully understand and reinforce the topics discussed in this
article.
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