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The uncertain Lambert problem has important applications in Space Situational Aware-
ness (SSA).While formulating the solution to this problem, it is of great interest to characterize
the uncertainty associated with the solution as a function of position vector uncertainties at
initial and final times. Previous work in this respect has concentrated on deriving a stochastic
framework that exploits dynamical system theory in conjunction with non-product quadra-
ture methods to compute higher order sensitivity matrices for accurately characterizing the
uncertainty associated with Lambert problem solution. While deep learning tools have gained
tremendous attention in various fields such as physics, biology, and manufacturing, exist-
ing tools for regression and classification do not capture model uncertainty. In comparison,
Bayesian-based models offer a solid and robust mathematically grounded framework to reason
about model uncertainty, but usually come with a prohibitive computational cost. In aerospace
systems, representing model uncertainty is of crucial importance. The objective of this work
will be to conduct a detailed comparison between classical dynamical system based approaches
with recent advances inMachineLearning (ML) to characterize the uncertainty associatedwith
the Lambert problem solution. In particular, we will consider parametricML approaches such
as multi-layered neural networks and a non-parametric Bayesian approach known as Gaussian
Process Regression to learn a surrogate model representing the Lambert problem solution in
the neighborhood of the nominal solution. Numerical experiments will be conducted to assess
the relative merits of each of the methods considered in terms of accuracy of representing the
uncertainty associated with the Lambert problem solution as well as numerical efficiency.

I. Introduction

The classical Lambert problem is a two point boundary value problem (2PBVP), which connects two position vectors
at known times via a Keplerian orbit to provide an initial velocity vector. This problem and its multiple variants

have been well studied in the literature [1, 2]. Due to limited measurement accuracy in sensor data, the characterization
of uncertainty in the Lambert’s solution is an important operational concern for many Space Situational Awareness
(SSA) problems including initial orbit determination, conjunction analysis, data association, and maneuver detection.
On the other hand, it is unclear whether machine learning tools can become a valued partner in technology development
for SSA. Today’s methodologies are mainly applied in a clustering type of analysis of big data; scientists must handle
most of the model-centric aspects of the physics, often relying on human experience, heuristics, and already established
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domain-specific methodologies. In this work, we study the quintessential question about approximation as well as
uncertainty quantification of ML tools, especially with neural networks and Gaussian Process Regression. In the
scenario of the uncertain Lambert problem, the underlying mapping is realized by different variants of multi-layer
neural networks and we investigate whether the trained NN model can reproduce a solution with acceptable accuracy.
Currently, the scientific community doesn’t understand how machine learning algorithms deal with uncertainty very
well, and we don’t have good ways of studying what these algorithms are actually producing. As artificial intelligence
and deep learning methods are increasingly being applied to predict the behavior of complex systems in SSA, the
question of accurately characterizing the uncertainties associated with the approximated solution is essential for real life
applications. Rather than looking at a single prediction, it is of great importance to detect the significance of the range
of solutions resulting from the approximation. Can one judge how reliable this particular prediction is? This would
allow for the expression and quantification of uncertainty. Because despite the demonstrated successes of ML, it has
been well recognized that the reliability of ML decisions is often strongly impacted by data errors/noise, data gaps
and/or partial data. The Bayesian analysis of neural networks is difficult because of the complex relationship between
the parameters of the network and the output. From Bayesian theory, a large neural networks model will converge to a
Gaussian Process in the sense of an infinite number of hidden units in the network.

II. THE UNCERTAIN LAMBERT PROBLEM
Solved by Johann Heinrich Lambert in the 18th century, the Lambert problem is the orbital boundary value problem

constrained by two points and the elapsed time of flight between them. One of the most extensively studied problems in
celestial mechanics and astrodynamics, its solution consists of finding the conic section that connects the two positions
in the given time or, equivalently, determining the initial velocity to execute the transfer. Solving a Lambert problem
is an iterative process: more resources directly means a better and more accurate solution. The uncertain Lambert
problem is introduced and discussed in detail in Schumacher et al. [3], where a state transition matrix formulation
is used to characterize uncertainty. A similar analytic approach to characterize the uncertainty associated with the
Lambert solution as a function of the initial and final state uncertainties involves linearizing the Lambert solution
using first-order partial derivatives about the nominal orbit [4, 5]. The linear variational approximation to the Lambert
solution is a computationally efficient process, however these linear analyses are valid only if initial and final state
uncertainties are relatively small and may not provide insight into the exact distribution of error associated with the
Lambert solution. There is a large base of existing literature dedicated to the characterization and propagation of
uncertainty in nonlinear dynamical systems [6–8], however the application of these methods to the solution of the
Lambert problem is an unexamined problem. Luo et al. [9] review a wide range of methods and algorithms for the
characterization and propagation of uncertainty, noting that typically higher-order statistical moments are neglected
due to exponentially increasing computational load for increasing state dimensionality. Work including higher-order
terms of the Lambert solution to increase solution accuracy and the domain of position uncertainties under which the
solution remains valid has been presented in [10]. With the recent shift in many aerospace applications towards the use
of machine learning tools, new needs arise on how to quantify uncertainties. This paper focuses on how to model the
uncertainty associated with the output of a neural network trained to solve the Lambert problem.

Let L : R3 × R3 × R→ R3 be the mapping between the two considered positions r1 and r2, the time of flight t and
the initial velocity v1. One can write:

v1 = L(r1,r2, t). (1)

If Σ1 and Σ2 are the covariance matrices associated with r1 and r2, solving the uncertain Lambert problem consists of
finding v1 as well as the uncertainty - or the covariance matrix - associated with v1. Figure 1 proposes a schematic of
the uncertain Lambert problem framework.

III. Polynomial Approximation Method Summary
Up until this point, the literature pertaining to quantification of uncertainty in the solution to the Lambert Problem

has been limited to linear variational analyses. Due to nonlinearity inherent in the problem dynamics, the accuracy of
these first order methods is fundamentally limited to small regions around the linearization point. The limitation of
analyses to first-order variation has largely been due to the computational burden associated with evaluating higher-order
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Fig. 1 Uncertain Lambert Problem schematic

sensitivity matrices, however using the recently developed CUT method, we are able to make the evaluation of these
matrices computationally tractable. Including higher-order sensitivity terms has been demonstrated to reduce error in
the solution to the Lambert Problem by increasing the validity of the underlying Taylor series expansion assumption [10].
This section provides a quick summary of the method; more advanced details concerning the mathematical development
can be found in [10].

The first step is to sample the CUT points from the joint distribution ρ(x) gathering the probability distribution

functions from r1 and r2 where xi =
[
r1,i r2,i

]T
are the CUT points. The second step is to solve the Lambert problem

at each of these CUT points:

v1,i = L(r1,i,r2,i, t). (2)

The third step is to select a family of polynomials used as basis functions to represent an approximation of the solution as
a polynomial in powers of δx with constant coefficients corresponding to partial derivatives of v1 evaluated at the mean
of x. For this application, we pick the orthogonal family of Hermite polynomials. Grouping the partial derivative terms
into constant matrices Ci , we can write the Taylor series expansion (up to order p here) of v1 and group all possible
combinations of δx of each order together:

v1 = C0 + C1δx
(1) + C2δx

(2) + . . . + Cpδx
(p), (3)

where the constant matrices Ci are the partial derivative terms. In matrix form, Eq. (3) can be written as

v1 = Cφ(ζ ) (4)

where C is the coefficient matrix and φ(ζ ) is the vector of polynomial basis functions evaluated at the sampled CUT
points. The fourth and final step is to solve for C using the solution of the least square problem minimizing the error
integrated over the entire domain of the pdf ρ(x) due to uncertainty. The solution for C will be written as a simple
matrix inversion

C = AB−1 (5)

where Aj ,p = 〈v1, j(x), φp(ζ )〉 and Bk ,p = 〈φk(ζ ), φp(ζ )〉.
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IV. THE NEURAL NETWORKMODEL

A. General Description
A neural network can be seen as a complex nonlinear mapping between some given input and output data.

Mathematically speaking, if E and F are two topological spaces, a neural network is a mappingM : E → F such that

M : x 7→ y =M(x), (6)

where x is the input and y the output of the neural network. The mappingM is generally non-linear and is a function of
a set of parameters α:

M =Mα . (7)

Along with the specific structure of the mappingM, the set of parameters α defines a neural network uniquely. Based
upon two components (the processing elements called neurons or perceptrons, and the connection between them called
links or connections), a neural network is generally organized in layers. The input layer is built with neurons that receive
data from outside the network, the output layer with neurons whose outputs are used externally, and the hidden layers
with neurons that receive and produce data internally. Typically, a neural network consists of one input and one output
layer which represent the input and the output of the overall network, respectively, and one or more hidden layers. Figure
2 presents the general structure of a simple neural network. Highly complex computations can be performed by a vast
network composed of fairly simple neurons.

Input layer

Hidden layers

Output layer

Neuron

Connection

Fig. 2 Generic neural network with a three-dimensional input layer, three hidden layers and a two-dimensional
output layer

A neuron is an elementary unit that plays the role of a mathematical function. The inputs of each neuron are generally
numbers, each input connection being associated with a weight. The neuron receives the weighted inputs, sums them,
adds a bias and passes them through a nonlinear function known as an activation function (or transfer function). This
thresholding function (inspired from logic gates in threshold logic) is bounded, differentiable and often monotonically
increasing and continuous. For a real-valued network, if x ∈ Rn denotes the input vector, w ∈ Rn the weight vector and
b ∈ R a bias, the output of the neuron is y ∈ R:

y = φ
(
wTx + b

)
, (8)

where φ is the nonlinear activation function. It should be mentioned that φ is directly part of the structure of the network
M while w and b are a subset of the set of parameters α ofMα:

{w, b} ⊂ α. (9)
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This model of a neuron is called the perceptron and is one of the most common architectures. Used alone, it is the
simplest network structure. If duplicated and organized in consecutive layers as in Figure 2, it can constitute a very
effective network.
Looking at two consecutive layers l − 1 and l, the weight vectors and the bias for each neuron in layer l are stacked in a
matrix Wl and a vector bl , respectively. If the layers l − 1 and l are composed of p and q neurons, respectively (meaning
that the output of layer l − 1 yl−1 ∈ Rp and the output of layer l yl ∈ Rq), the layer operator Ψl : Rp → Rq is defined as

Ψ
l : xl 7→

[
φ

(
wl

1
Txl1 + b1

)
φ

(
wl

2
Txl2 + b2

)
· · · φ

(
wl
q
Txlq + bq

)]T
(10)

where
Wl =

[
wl

1 wl
1 · · · wl

q

]
bl =

[
bl1 bl2 · · · blq

]T
. (11)

A similar expression is
yl = Ψl

(
xl

)
= φ

(
WlTxl + bl

)
(12)

where the function φ is applied to the q elements of WlTxl + bl .
Finally, the general output y of a network with d layers can be written as

y =Mα(x) =

(
d∏
i=1
Ψ

i

)
(x) := Ψd ◦ Ψd−1 ◦ · · · ◦ Ψ1(x), (13)

and is called a feed-forward neural network (FFNN) (also called fully-connected neural network or muti-layer perceptron).
The full set of parameters α is

α =
{
W1,W2, · · · ,Wd,b1,b2, · · · ,bd} (14)

B. Designing and Training a Neural Network
As a mapping operator, measuring the efficiency of a network means measuring how well it is capable of mapping a

set of inputs to a set of outputs. To measure the capability of the network based on a training data set S, it is imperative
to compare the output ỹk of the network to a true value (or reference value) yk . For each sample k ∈ n1,No in the
training set, the most common metric used is the mean square error (MSE):

MSE(k) =
1
m

m∑
i=1
(yk(i) − ỹk(i))2 =

1
m
| |yk − ỹk | |22 . (15)

Finally, the sum of the MSE over the whole training set S is called the loss:

L = L(Mα,S). (16)

The loss function illustrates the proficiency of the network to map two different data sets (namely {xk} and {yk},
k ∈ n1,No):

L(Mα,S) =

N∑
k=1

MSE(k). (17)

The smaller the loss, the better the network performs in mapping the input data set {xk} to the targeted values {yk},
k ∈ n1,No. While the given training data set S remains unchanged for a given application, Equation 16 shows that the
loss is then dependent only on the network architectureM and network parameters α.

Choosing a correct architecture for a neural network has always been the subject of active research. Creating a neural
network architecture means proposing a network topology forM, and deciding how the neurons are interconnected
therefore is a difficult problem. Even for a simple multi-layer perceptron, one can change the number of layers, the
number of neurons per layer, the type of activation function to use in each neuron and other parameters. The question
of how to choose a correct structure for a given problem has been addressed multiple times but there is no pragmatic
technique that describes how to design an efficient neural network. It is also uncertain whether there exists a unique
optimal model for a given problem and there is different consensus regarding the impact on performance from adding
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additional hidden layers or increasing the number of neurons. However, designing a competent network architecture is
relatively easy from the moment one has access to sufficient computation capabilities to test distinct configurations. For
many problems, one can begin with just a single hidden layer. It has actually been shown that a single-layer perceptron
can model even the most complex functions provided it has enough neurons.

Once the structure of the neural network has been decided, one can try to minimize the loss function L by varying
the set of parameters α that the networkM is dependent on. SinceM is a large and complex nonlinear operator,
minimizing L is equivalent to solving a large and complex nonlinear optimization problem O:

O : min
α

L(Mα,S). (18)

Training a neural network consists of finding a proper set of parameters α that will yield a minimum value for L. But
the flexibility of neural networks is also one of their main drawbacks: there are many parameters to adjust. Although
the optimization community has studied the general problem of optimizing nonlinear functions for many years, the
multilayer neural networks do not represent a typical optimization problem. Gradient descent and its many variants such
as conjugate gradient are often used for optimization of smooth nonlinear functions. However, many of these optimizers
do not perform very well for the training of multi-layer neural networks as they have a tendency to get stuck at a local
minimum due to a fixed learning rate. Furthermore, many of these optimizers do not parallelize to run on GPUs or a
distributed network and hence are computationally intensive for large networks. For the training of multi-layer neural
networks, different variants of gradient descent algorithms have been developed which have an adaptive learning rate to
avoid local minima and plateaus in the loss function. The most commonly used optimizers are: Adagrad [11], Adadelta
optimizer [12], Adam optimizer [13], FtrlOptimizer [14], RMSprop [15] and NADAM [16]. These algorithms employ
momentum-based methods and/or compute averages of gradients to adjust the learning rate to avoid local minima [17].

C. The Residual Neural Network
Residual neural networks (ResNets), originally developed for image classification, seem to require fewer parameters

for enhanced accuracy [20], [21], [22], [23] and are built upon two principles, which are modularity and residual
learning. The first idea behind ResNets is that they are primitively small networks that can be repeated (or stacked) to
increase the depth of the network. A deeper ResNet is built by simply repeating this original module. As discussed
before, the question of how to choose the structure (often equivalent to the number of layers) is a difficult problem.
Typically, one wants to add a new layer only if some benefit results. One way to ensure this additional layer allows
the network to learn something new is to also provide the input without any transformation to the output of this extra
layer. This essentially drives the new layer to learn something different from what the input has already encoded. For
some fixed-point problem, if the approximated value is xc such that ψ(xc) ' xc and a true value x0 = ψ(x0), the error is
x0 − xc . We call the residual the quantity ψ(x0) − ψ(xc) = x0 − ψ(xc). The residual is the error in the result. In the
ResNet description, instead of directly fitting a desired underlying mapping (the original mapping), we explicitly let
these layers fit a residual mapping. If the underlying mapping is denotedM, we let the ResNet fit the residual mapping

L(x) :=M(x) − x. (19)

A ResNet of depth d is a network composed of d residual blocks, each of them performing an operation. These
operations are generally identical among the blocks, may be very simple or can be built upon a more complex scheme
and involve several sub-operations. Given a layer k < d (or a block), the particularity of the ResNet is to provide the
output xk−1 of layer k − 1 (or input xk−1 of layer k) without any transformation to the output xk of this layer. Figure 3
(network on the top) depicts the general representation of a ResNet.

Consider E ⊂ Rn a normed vector space and RB: E → Rn a real-valued function, regular enough. If RB is
introduced in the residual scheme of Figure 3, any xk , 0 ≤ k ≤ d, can be written as

xk = (Id + RB)k(x0), (20)

where for 1 ≤ k ≤ d,

(Id + RB)k =
k∏
i=1
(Id + RB) := (Id + RB) ◦ (Id + RB) ◦ · · · ◦ (Id + RB)︸                                                ︷︷                                                ︸

k times

, (21)
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and (Id +RB)0 = Id. The residual block operator RB is simply the operator Ψ introduced Equation 10. The output y of
the ResNet is:

y = xd =

(
d∏
i=1
Ψ + Id

)
(x0) =

(
d∏
i=1

RB + Id

)
(x0). (22)

Furthermore, for any k, 0 ≤ k ≤ d − 1:
xk+1 − xk = RB(xk), (23)

and, for any arbitrary h > 0:
xk+1 − xk

h
= h−1RB(xk) ⇔ Ûxk = R̃B(xk), (24)

with R̃B := h−1RB and using Euler discretization. This offers a new perspective: while FF NNs provide a complex
nonlinear mapping between input x0 and output xd , ResNets offer a mapping built upon a differential equation between
layers [24]. Therefore, topological spaces accessible from input x0 are different depending on the choice of the network.

The network on the top Figure 3 is a general representation of a ResNet where the dimensionality of the vector xk ,
0 ≤ k ≤ d, remains constant across the network and where the dimension of RB(xk) is of the same dimension as xk .
As a result, input and output have the same dimension and dimensionality. This usually does not cause any issue as a
majority of ResNet applications are dedicated to image recognition. The ResNet is used to extract features from an
original image and input and output are images of the same size; consequently dimension and dimensionality are fixed.
Using a ResNet when dimension and/or dimensionality of the input is different than the ones of the output requires a
slight modification in the ResNet structure. Hence, a wrapping layer is introduced. The general representation of a
ResNet with a wrapping layer is also presented in Figure 3 (bottom network). This wrapping layer, which can be placed
anywhere in the network, has the role of accomodating and matching the dimension and/or dimensionality of the input
with those of the output. However, it is computationally beneficial to introduce it as a first layer if the input’s dimension
is lower than the output’s.

V. Gaussian Process Regression
A Gaussian process (GP) is a one-dimensional Gaussian field that governs the properties of functions by generalizing

the well known Gaussian probability distribution into infinite-dimensional space. Analogous to a Gaussian distribution,
the GP, f (x), is completely defined by the mean and the covariance:

µ(x) = E[ f (x)] and k(xp,xq) = E[( f (xp) − µ(xp))( f (xq) − µ(xq))] (25)

where k is known as the covariance function (kernel). Therefore, the GP may be written as

f (x) ∼ GP
(
µ(x), k(xp,xq)

)
. (26)

Now, with some further definitions, the GP may be expanded into multivariate space. Let the N training points be
defined by

D = {x(i), y(i)j }
i = 1, ...,N, j = 1, ...,m

(27)

such that x(i) and y
(i)
j are known and related by

y
(i)
j = fj(x(i)) (28)

Here, the input vector, x(i), is mapped to the j th-component of the output, y(i)j , at the ith-sample. Notice, due to the
dimensionality, m Gaussian processes must be defined to complete the input-to-output mapping. Now, let fj be a column
vector that collects the GP outputs for the j th state given all x(i) in the set of training inputs, X, such that

yj = fj(X). (29)

7



Without loss of generality, the GPs defined here will have a zero mean in order to make the derivations more compact.
Using (25) to define the elements of the covariance matrix, E[yjyTj ] may be written as

E[yjyTj ] = Σj =


k j(x1,x1) k j(x1,x2) · · · k j(x1,xn)
k j(x2,x1) k j(x2,x2) · · · k j(x2,xn)

...
...

. . .
...

k j(xn,x1) k j(x2,xn) · · · k j(xn,xn)


(30)

A. Covariance Functions
For supervised learning, a similarity condition is required, i.e. similar inputs should reproduce similar outputs; in a

GP, this similarity is encoded by the covariance function. In this way, GPR may be classified as a "semi-parametric"
learning algorithm because, while no form is specified for the function, basic assumptions must be made about its
distribution, i.e. defining the kernel. As detailed by Rasmussen and Williams in [25], covariance functions may be
defined in many different ways that represent different assumptions about the underlying data. Chapter 5 of [25] details
how one may optimize for the covariance model given a finite set of choices. One example of these covariance functions
is known as the "square exponential" (SE) and is defined as:

k j(xp,xq) = σf
2exp

[
−|xp − xq |2

2l2

]
. (31)

Due to its simple expression and popularity in coavriance-based learning methods, the SE covariance is used both in
further derivations and for the GPR implementation in this research. The SE covariance function is infinity differentiable,
and therefore smooth. In the case of an SE kernel, the unknowns in (31) are γ = {σf , l}, which are known as the
"hyperparameters." Here, σf is the signal variance and represents the maximum standard deviation of the process. As
xp and xq get further away from each other, k j(xp,xq) ≈ 0, therefore they have little effect on each other thus enforcing
the similarity condition previously described. The characteristic length, l, serves to scale this similarity.

B. Hyperparameter Optimization

1. Marginal Likelihood
Now, one must properly quantify γ. As described by Ebden [26] and even further detailed by Rasmussen and

Williams in [25], one method to find optimal estimates of γ corresponds to maximizing the log-marginal-likelihood of y
given X and γ:

log p(yj |X) = −
1
2

yTj Σ
−1yj −

1
2

log |Σ | −
n
2

log 2π. (32)

The terms in (32) have meaning: 1
2yTj Σ

−1yj represents the data fit, 1
2 log |Σ | is the complexity penalty, and n

2 log 2π is a
normalization constant.

2. Cross-Validation
This consists of training the GP on a subset of D and then test the remaining sets in D; the leave-one-out

cross-validation (LOO-CV) method is of particular interest and detailed in [25]. The predictive probability for y(i)
becomes

log p(y(i)j |X,y
(−i)
j ,γ) = −

(y
(i)
j − µ

(i)
j )

2

2Σiij
−

1
2
Σ
ii
j −

1
2

log 2π (33)

where Σ(ii)j is the component of Σj corresponding to the variance of y(i)j , and y(−i)j are the vector training outputs with
the ith element removed. This leads to the LOO-CV predictive probability,

LLOO(X,yj,γ) =
N∑
i=1

log p(y(i)j |X,y
−i
j ,γ), (34)

which is then optimized with respect to γ.
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3. Overview
The marginal likelihood performs best when the model is well specified while cross-validation is more robust to

model misspecification as detailed by Bachoc [28]. In this work, multitask learning is implemented and thus the γ
are assumed to be the same between the outputs. Therefore, the log-marginal-likelihood for each output component is
summed such that

m∑
j=1

log p(yj |X) =
m∑
j=1

(
−

1
2

yTj Σ
−1yj −

1
2

log |Σ | −
n
2

log 2π
)
. (35)

This sum is then maximized with respect to γ. Due to the O(n3) complexity of the matrix inversion, the computational
overhead of computing the derivatives of Σ w.r.t. γ is small and a gradient based optimizer is advantageous [25].

C. Prediction
Given that the covariance function is defined, the goal is now to predict the the target output, y∗j , given the test point,

x∗. One may think of the GP as a distribution over functions and perform Bayesian inference directly in the space
of functions, which is just conditioning the joint prior distribution on the training data. Any subset of the range in
the GP follows a multivariate Gaussian distribution and examination of a larger subset of said range will not affect
the distribution of the smaller subset [25, 26]. Therefore, if a GP specifies (a1,a2) ∼ N(µ,Σ) then it also specifies
a1 ∼ (µ1,Σ11) where ,Σ11 is a subset of Σ. This is known as the marginalization property. Assuming the output will
remain inside the range of the GP previously defined and using the marginalization property of a GP, the covariance
related to the y∗j is defined as

Σ
∗
j =

[
k j(x∗,x(1)) k j(x∗,x(2)) · · · k j(x∗,x(n))

]
and Σ

∗∗
j = k j(x∗,x∗) + σn

2 (36)

By combining (36) with (30), the joint prior distribution of y and y∗j according to the prior is defined as[
yj

y∗j

]
∼ N

(
0,

[
Σj (Σ

∗
j )
T

Σ∗j Σ∗∗j

])
. (37)

From (37), the distribution of y∗j conditioned on theD and x∗ gives the Gaussian posterior distribution:

y∗j | x
∗,D ∼ N(Σ∗jΣ−1

j y, Σ∗∗j − Σ
∗
jΣ
−1(Σ∗j )

T ). (38)

Repeat this inference for j = 1, ...,m in order to determine the full output vector y∗. Therefore a test output y∗ is
completely characterized by the the training data and the covariance function.

The γs, when optimized using (35), are equal between the m GPs defined for each component of the output. One
effect of modeling the system using m GPs and optimizing the γ in this manor is that the correlation between the outputs
is not captured, thus the variance defined in (38) is not fully representative of the system. There are methods that
consider output correlation, but these methods lie outside the scope of this work.

VI. NUMERICAL RESULTS

A. Implementation
For our simulations, we consider the nominal values presented in Table 1. The covariance matrices Σ1 and Σ2

are diagonal with a variance of 0.01km2. The last row of Table 1 is the true velocity v1 found by actually solving a
deterministic Lambert problem.

Table 1 Nominal values considered for the uncertain Lambert problem
x y z

r1 (km) 2039.8845 6672.88669 232.675383
r2 (km) -6995.7285 -166.39802 -7.0380479
v1 (km/s) -7.23666901 -2.20636365 -0.07832079
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In this paper, vectors r1 and r2 are given as a six-dimensional vector input and v1 as a three-dimensional vector output.
The neural network models considered are feed-forward NNs (FFNNs) and Residual NNs (ResNets). As discussed
before, creating a neural network architecture means proposing a network topology and deciding how the neurons are
interconnected, how many hidden layers layers, how many neurons per layer, which type of activation function to use for
each neuron, etc. In order to select a competent structure for the NNs, we tested twenty different NNs configurations -
both FFNNs and ResNets - from 4 to 10 hidden layers with from 5 to 50 neurons per layer for the FFNNs. All tested
ResNets are composed of 3 neurons per layer. The training set here is composed of 2500 Monte Carlo points and
each NN configuration is trained over this data set for 2000 iterations (it is shown that 2000 iterations is enough for
convergence). Figure 4 shows the evolution of the loss function for the twenty different FFNN configurations. A network
with 6 layers and 10 neurons per layers is shown to be the most adequate for this application; 6 layers with 3 neurons per
layer is the structure used for the ResNets.

The optimizer is the well known Adam optimizer and the Tensorflow and Keras libraries in Python are employed for
the implementation. Three different types of training sets will be investigated for the NN trainings: a first data set with
the 745 CUT points, a second data set with 745 random points sampled from a Gaussian distribution with zero mean
and unit covariance and a third data set with 2500 random points, also sampled from a Gaussian distribution with zero
mean and unit covariance. The GPR model is implemented using the scikit-learn toolbox in Python [29, 30]. All the
models (polynomial model, GPR model and NN models) are tested on 100000 random points sampled from a Gaussian
distribution with zero mean and unit covariance.

B. Numerical results
Figures 5(a) and 5(b) present the approximation capabilities of the polynomial and the Gaussian Process Regression

methods respectively. The root mean square error (RMSE) for the polynomial approximation turns out to be around
10−14, close to machine precision. The mahalanobis distance is the multi-dimensional analog to the standard deviation,
and describes how far a point is from the mean vector. The RMSE for the GPR method is approximately 10−10, four
orders of magnitude below the polynomial approximation. The error values tend to increase as the Mahalanobis distance
increases. Intuitively it makes sense that the approximation globally drops in accuracy as the point moves farther away
from the mean.
Figures 6(a) and 6(b) present the approximation results coming from a FFNN and a ResNet trained on the 745 CUT
points (same data set as the polynomial and GPR methods). Observing the color plots, there is an obvious drop in the
accuracy for the NN models. The RMSE falls down to 10−5 and, five orders of magnitude below the GPR approximation.
It appears that the ResNet does not provide better accuracy for this application with similar RMSE between the FFNN
and the ResNet.
Since the NN models capacities are highly dependent on the training data, we used a slightly different data set to train
two other NN models. This second training data set contains 745 points sampled from a Gaussian distribution with zero
mean and unit covariance. Basically it is the same distribution but the sampling is now random. The motivation behind
this is to see whether the calculated sampling of the CUT points induces any bias in the training. The results Figures
6(c) and Figure 6(d) show that the approximation is very similar with no improvement in accuracy and a RMSE again
around 10−5. Once again, the ResNet precision is of the same order of magnitude as of the FFNN.
The last trial on NNs will see the size of the training data set increase: it is now 2500 random points sampled from a
Gaussian distribution with zero mean and unit covariance that are used for two additional models. Observing Figures
6(e) and 6(f) that present the approximation results, there is no drastic improvement in the predictions’ accuracy, with a
RMSE at 10−5. Table 2 gathers the relative RMSEs for each model.

Table 2 Comparison of the relative RMSEs for each model
Model Relative RMSE

Polynomial Approximation 1.383 · 10−15

GPR 1.461 · 10−11

Feed-Forward NN 7.005 · 10−6

ResNet 6.903 · 10−6

Having a model that can accurately replicate and approximate the Lambert solver is important when studying the
uncertain Lambert problem. It allows the engineer to estimate uncertainties associated with the output in a reliable
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manner. But more importantly, the ultimate goal would be to develop a parsimonious model of the Lambert problem
solver (understand a model with the fewest number of parameters possible). Different architectures mean a different
number of parameters and different accuracy. Representing the solution of the Lambert problem with an optimized
polynomial approximation or a converged GPR or NN signifies that no less than the total number of parameters of the
model is required to compute a solution. And there always is a trade-off between accuracy and computational burden.
Sometimes, a more complex structure (or a higher degree for a polynomial approximation) might have better accuracy
but larger number of parameters as well as more demanding computational needs. Table 3 summarizes the number of
parameters needed for each method.

Table 3 Comparison of the number of parameters needed for each model
Model Number of Parameters

Polynomial Approximation 252
GPR 6707
Feed-Forward NN 2303
ResNet 93

VII. CONCLUSION
The Lambert problem is an extensively studied problem with applications in almost every subtopic in the field of

astrodynamics. The deterministic solution to the Lambert problem assumes that the initial and final positions of a
satellite are known precisely, however this is never the case in real world operations. The problem of how to quantify
uncertainty in the state of a satellite due to measurement and process noise has a wide range of applications including
data association, sensor tasking, and conjunction assessment, and leads to the particularly interesting problem of
how to solve the Lambert problem in the presence of uncertainty. Including higher-order sensitivity terms has been
demonstrated to reduce error to 10−14 in the solution to the Lambert problem by increasing the validity of the underlying
Taylor series expansion assumption. Machine learning methods such as GPR or classical NNs offer an alternative to
quantify the uncertainties associated with the uncertain Lambert problem solution : the GPR method benefits from
a relatively good accuracy in the solution to 10−10 while the NN solutions accuracies are down to 10−5. Hence, it is
relatively easy to sort these three methods in terms of accuracy (most-to-least accurate):

1) Polynomial approximation
2) GPR
3) FFNNs and ResNets

However, one can sort these methods regarding their computational complexity (lowest-to-highest complexity):
1) ResNets and FFNNs
2) Polynomial approximation
3) GPR

or even by their computational time (fastest-to-slowest):
1) Polynomial approximation
2) GPR
3) ResNets
4) FFNNs

Finally, when developing a model for regression, it is important to quantify the number of parameters necessary to
describe this model. Most dynamical systems are represented by a very few number of parameters and a parsimonious
model is often more robust, reliable and subject to less numerical errors. Sorting the three methods with respect of their
number of parameters (least-to-most number of parameters), we get:

1) ResNets
2) Polynomial approximation
3) FFNNs
4) GPR

Thus, depending on the application (obtaining a very accurate solution when computing probability of collision,
conducting on-board calculations, making a fast first approximation, etc), one can pick the most adequate method for a
specific use.
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Fig. 3 General Representation of a ResNet. The top network is represented without a wrapping layer whereas
the bottom network is represented with a wrapping layer.
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Fig. 4 Evolution of the Loss function for the considered NN configurations

(a) RMSE = 1.047 · 10−14 (b) RMSE = 1.106 · 10−10

Fig. 5 Polynomial and GPR approximation capabilities.
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(a) RMSE = 2.635 · 10−5 (b) RMSE = 3.502 · 10−5

(c) RMSE = 5.303 · 10−5 (d) RMSE = 2.635 · 10−55.226

(e) RMSE = 3.856 · 10−5 (f) RMSE = 4.209 · 10−5

Fig. 6 Feed-Forward and Residual Neural Networks approximation capabilities: the column on the left is
the approximation capabilities for the FFNNs, the column on the right for the ResNets. The corresponding
structures of the FFNNs and the ResNets remain unchanged, only the training data set is variable here.

16


	Introduction
	THE UNCERTAIN LAMBERT PROBLEM
	Polynomial Approximation Method Summary
	THE NEURAL NETWORK MODEL
	General Description
	Designing and Training a Neural Network
	The Residual Neural Network

	Gaussian Process Regression
	Covariance Functions
	Hyperparameter Optimization
	Marginal Likelihood
	Cross-Validation
	Overview

	Prediction

	NUMERICAL RESULTS
	Implementation
	Numerical results

	CONCLUSION

