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Abstract

Maneuver reconstruction techniques are constantly evolving to keep up with growing space situational awareness
needs. Currently, there are two accepted methods that are most prevalent. The optimal control-based estimator
approach is unique in that it requires no a priori information about the spacecraft’s maneuver strategy. However, it
requires an assumption that the maneuver be optimal - making it ineffective against many non-cooperative spacecraft
that may not be performing optimal maneuvers. Interacting multiple models are different in that they can solve for
sub-optimal maneuvers, but require a priori information about the maneuver. In addition, both have difficulty
converging when performed from angles-only measurements. This paper utilizes deep neural networks for
reconstructing non-cooperative spacecraft maneuvers. The posed machine learning approach is unique in that it can
both reconstruct non-cooperative maneuvers in real-time during measurement collection and also reconstruct
single-impulse maneuvers that occur during observation gaps. In addition, though the neural network requires new
training for different nominal orbits, no a priori information is required on the maneuvers themselves other than the
assumption that only one maneuver is performed. This results in a method for reconstructing non-cooperative
spacecraft maneuvers in real time that is valid for all measurement data types and provides at least comparable
performance to modern techniques while requiring less a priori data and incurring less computational cost.
Keywords: Maneuver Reconstruction, Machine Learning, Deep Neural Networks, Observation Gap, Angles-Only,
Non-Cooperative

1 Introduction

In tracking a maneuvering spacecraft there are many pos-
sible approaches that can be taken to reconstruct the ma-
neuvers performed. However, very few approaches exist
that can reconstruct a maneuver performed during an ob-
servation gap by a non-cooperative spacecraft. The opti-
mal control-based estimator approach could be used with
no a priori information required but it is only applica-
ble when the maneuver is assumed to be optimal. In-
teracting multiple models can solve for sub-optimal ma-
neuvers but require a priori information about the maneu-
ver. One straight-forward approach, making no optimal-
ity assumption and requiring no a priori information, is

to connect the pre-maneuver orbit to the post-maneuver
orbit by propagating the two orbits forward/backward un-
til they meet in the middle. The point where the two
orbits intersect is the time of the single-impulse maneu-
ver and the ΔV applied for the maneuver is the differ-
ence between the two vectors at the maneuver epoch [1].
This approach, though accurate, cannot be performed in
real-time and relies on post-processing of the maneuver
observation data. To allow for a real-time reconstruc-
tion based on the same principles, a deep neural network
(DNN) was created that can instantaneously reconstruct
single-impulse maneuvers during observation gaps. In ad-
dition, it was found that the DNN could be used to recon-
struct maneuvers during measurement collection periods
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as well. Many common maneuver reconstruction tech-
niques have difficulty converging when performed from
angle-only measurements. This method had no such com-
plications and as such should be valid for all measurement
data types. This real-time DNN approach provides at least
comparable performance to modern techniques while re-
quiring less a priori data and incurring less computational
cost.

2 Background

Various approaches to maneuver reconstruction and their
limitations were briefly mentioned in the Introduction.
Further detail is required, however, to demonstrate not
only the novelty of this approach but for utility in ana-
lyzing the results produced using this method.

2.1 Previous Work

Multiple Model Adaptive Estimation (MMAE) is of the
most prevalent approaches. Adaptive estimation is used
to tune and and adapt filters to meet mission objectives
and improve performance, often by preventing the covari-
ance from reaching zero (a ”smug” filter). A smug fil-
ter prevents new observation data from being included in
the estimation process and cause the filter to diverge due
to maneuvers or other disturbances. That is where adap-
tive estimation comes into play. MMAE, though consid-
ered to be sub-optimal, is more robust and is able to han-
dle changes in the dynamics while estimating additional
state parameters. MMAE encapsulates any framework for
combining more than one model, such as an a posteriori
fading memory filter. The fading memory filter, described
in references [2] and [3], employs an impulsive form of
the fading memory filter by adding process noise at regu-
lar intervals. This method uses an Extended Kalman Fil-
ter (EKF) and iterative loop to ensure convergence upon
a reconstructed maneuver solution. Once the velocity is
initially estimated, the filter and smoother are re-run until
convergence is achieved (residuals are kept within non-
maneuver limits).

The Interacting Multiple Model (IMM) is a specific
type of MMAE that demonstrates a statistically effec-
tive way to combine the inputs of several models at each
time step. As the name suggests, multiple models are
employed and the statistics of the residuals are used to
determine the relative success of each model. In refer-
ence [4], Li and Jilkov discuss several methods for com-
bining model estimates in IMM. Real-time IMM begins
with the assumption that the identity of the tracked space-
craft is known. Within the IMM, multiple EKFs or Un-
scented Kalman Filters (UKFs) can be employed, depend-
ing on the preference of the researcher [5]. References [6]
and [7] show how IMMs can be applied to maneuver de-

tection. References [8] and [9] then go on to show how the
IMM can be used for spacecraft state estimation through
an unknown maneuver. The end result is that the IMM
prevents the need to determine an optimal covariance in-
flation size and run any optimization routines in order
to filter through unknown maneuvers and determine the
applied acceleration. The drawback of using IMMs for
spacecraft state estimation and maneuver reconstruction,
however, is that they require some a priori knowledge
about the potential maneuvers in order to accurately de-
termine the most appropriate model.

Ko and Scheeres [10] present a solution to maneu-
ver reconstruction that does not require such knowledge.
They demonstrated a systematic way of detecting un-
known maneuvers by representing the unknown accelera-
tion as thrust Fourier coefficients (TFCs). In this method,
14 TFCs are defined in the EKF as solve-for states and the
filter processes observation data both forward and back-
ward in time to detect the onset and termination time of
the maneuver as well as the thrust acceleration vector, vi-
sualized in Fig. 1. The TFCs can then be used to de-
termine the desired change in orbital elements resulting
from the chosen maneuver. Such a solution can be im-
plemented in real-time tracking and requires no a priori
information about any maneuvers, unlike the IMM ap-
proach. One drawback, however, is that this method is
unable to reconstruct maneuvers that occurred during an
observation gap. This approach will primarily serve as a
benchmark in the presented research to validate the recon-
struction of maneuvers performed during a data collection
period.

Figure 1: Maneuver acceleration representation using 14
TFCs [10]

3 Methodology

3.1 Problem Description

As discussed in the Introduction, a straight-forward ap-
proach to reconstructing single-impulse maneuvers dur-
ing an observation gap is to connect the pre-maneuver
orbit to the post-maneuver orbit by propagating the two
forward/backward until they meet in the middle. In order
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to replace this a posteriori analysis with a real-time DNN
implementation, a data set must be created to demonstrate
the relationship between the inputs and outputs. For this
problem, both approaches have the same inputs and out-
put variables.

Inputs:

1. Pre-Maneuver Position Vector [km]
2. Pre-Maneuver Velocity Vector [km/s]
3. Post-Maneuver Position Vector [km]
4. Post-Maneuver Velocity Vector[km/s]
5. Time Between Pre-Maneuver and Post-Maneuver

States [sec]

Outputs:

1. Time Between Pre-Maneuver State and Maneuver
Epoch [sec]

2. Maneuver ∆V Vector [km/s]

The process for generating the outputs from the inputs can
be seen visualized in Fig. 2. First, the pre-maneuver po-
sition and velocity vectors are randomly generated with
orbital elements corresponding to the values in Table 1.
Then the time passage before the maneuver occurs is ran-
domly generated with the maximum time being one or-
bital period. The pre-maneuver state is propagated for this
amount of time until the maneuver epoch. Next, the ΔV
vector is randomly generated with an arbitrary maximum
magnitude of 20 m/s arbitrarily chosen. This ΔV vector
is added onto the current state at the maneuver epoch and
then propagated for another randomly generated time span
up to one orbital period. The resulting state is considered
the post-maneuver position and velocity which are two of
the inputs.

3.2 Deep Neural Networks

3.2.1 Overall Description

Artificial Neural Networks have been employed in numer-
ous applications to improve the prediction of linear based
models, taking advantage of their nonlinear modeling ca-
pabilities. In recent decades, many types of neural net-
works have been extensively studied: multi-layer percep-
trons, recurrent, convolutional, long-short term memory
and modular neural networks. Among the various types
of neural network structures that can be implemented,
the most common architecture is known as a multi-layer
perceptron (MLP) neural network or Deep Neural Net-
work (DNN). It has to be mentioned that the neural net-
works used in this paper are seen as a black box. We do
not study the underlying learning capabilities of the net-
works nor their abilities to understand the problem they

deal with. Reference [11] presents a deeper understand-
ing of neural network learning capabilities for dynamical
systems identification. A major part of the network de-
sign and training process implemented in this paper apply
the same methodology. In the scenario addressed in this
paper, DNNs are used to create a direct, large non-linear
mapping between some input data (e.g. pre- and post-
maneuver position and velocity vectors and time of flight
between the two observations) and outputs (e.g. time be-
tween the pre-maneuver state and maneuver epoch and
∆V ).

3.2.2 Training

When starting the training of a neural network, all of the
parameters (weights and bias) are initialized randomly.
Undoubtedly, the network will not manage to do very
well. In the process of training, we start from a poor per-
forming neural network and end up with a network with
relatively high accuracy. In terms of the loss function (a
measure of how good a prediction model does in terms of
being able to predict the expected outcome), it is equiv-
alent to saying that we want its value to be as small as
possible, which attests that the output values produced by
the network are close to the true values. Training, or im-
proving the capabilities of the network, is feasible because
we can adjust the overall function by tailoring the weights.
Hence, the problem of training is equivalent to the prob-
lem of minimizing the loss function. Additionally, there
are many algorithms that can optimize (minimize) func-
tions. Whether built on gradient-descent protocol or not,
these algorithms can not only use the information pro-
vided by the function, but also by the value of its gradient
at each iteration. Although the optimization community
has studied the general problem of optimizing non-linear
functions for many years, the multi-layer neural networks
do not represent a typical optimization problem. Gradient
descent and its numerous variants, such as conjugate gra-
dient, are often used for optimization of smooth nonlinear
functions. However, many of these optimizers do not per-
form very well for the training of multi-layer neural net-
works as they have a greater tendency to get stuck in local
minima due to a fixed learning rate. In this paper, all of
the networks are trained using the Adam optimizer. The
main feature of the Adam optimizer is that it computes
adaptive learning rates for each parameter and also stores
an exponentially decaying average of past gradients. Fur-
thermore, it is well suited for problems that are large in
terms of data and/or parameters.

1as well as a choice for the activation functions and the optimizer.
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Table 1: Orbital Elements Used to Generate Pre-Maneuver State

Orbital Element Minimum Value Maximum Value
Semimajor Axis, a 40000 km 46000 km
Eccentricity, e 0 0.01
Inclination, i 0◦ 0◦

Right Ascension of the Ascending Node, Ω 0◦ 0◦

Argument of Perigee, ω 0◦ 360◦

True Anomaly, ν 0◦ 360◦

1

2

Δv

last observations  
before maneuver

tm

t0

tff i rst observations  
after maneuver

Figure 2: Maneuver Diagram

3.3 Designing a qualified network

Creating a DNN architecture therefore means proposing
values for the number of hidden layers and the number of
neurons in each of these layers1. The question on how to
choose the number of hidden layers and neurons in a neu-
ral network has been addressed multiple times but there is
no pragmatic technique that describes how to design an ef-
ficient neural network. It is also obscure whether there ex-
ists a unique optimal model for a given problem and there
is no consensus regarding the impact on performance by
adding additional hidden layers or increasing the number
of neurons. However, designing a competent network ar-
chitecture is relatively easy as long as one has access to
sufficient computation capabilities to test distinct config-
urations.

We trained two distinct neural networks. The first one
has the task to recover the time between the pre-maneuver
state and the maneuver epoch as well as between the ma-
neuver epoch and the post-maneuver state. The second
one is designed to recover the three ∆V components. To

determine an adequate structure for these networks, we
tested out 15 distinct configurations of feed-forward neu-
ral network from two to four layers with 26 to 130 neu-
rons per layer. The results of the loss functions for these
configurations, both for the time neural network and the
velocity neural network are presented in Fig. 3 and Fig.
4. It is clear to see that not all the architectures manage to
provide an acceptable network even though the loss func-
tion converges for all considered NN. In general, networks
with a large number of layers and/or neurons rapidly start
oscillating. This non-monotonicity implies that the opti-
mizer is not able to update the weights at each iteration to
continuously decrease the overall value of the loss func-
tion. This can happen if there are too many parameters
to optimize: some updated weights or bias values result
in a smaller loss while others are responsible for an in-
crease. Based upon these results, the time NN is cho-
sen to have three layers with 130 neurons per layer [130
130 130] whereas the velocity NN is chosen to have three
layers with 104 neurons per layer [104 104 104]. These
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structures provide the smallest loss function after 20000
iterations (and taking into account oscillations).

Figure 3: Loss Function Evolution for the Time-NN

Figure 4: Loss Function Evolution for the Velocity-NN

3.4 Conjugate Unscented Transform Filter

In order to implement the DNN in real-time, a non-linear
filter must be used that can detect maneuvers in real-time.
Though the EKF and UKF are most-commonly used, re-
cent developments have been made in applying the Con-
jugate Unscented Transform (CUT) to filtering and state
estimation [12]. The CUT filter extends the unscented
transform for higher order moments to generate a set of
points that represent the uncertainty in the state [15].

The filter begins by first generating the CUT points for
a Gaussian distribution based on the desired order [13].
These points are then scaled by the square root of the ini-
tial covariance and distributed around the mean of the ini-
tial state estimate.

Xα
k−1 = [X̂α

k−1±
√

Pα
k−1Xw,k] (1)

where Xw,k is the CUT points. Each of these distributed
points is then propagated until the next observation time.
Next, the time update is performed on the state estimate

x̂−k =
2L

∑
i=0

W (m)
i Xx

i,k|k−1 (2)

and covariance

P−k =
2L

∑
i=0

W (c)
i [Xx

i,k|k−1− x̂−k ][X
x
i,k|k−1− x̂−k ]

T (3)

and the expected observation vector is calculated,

yk|k−1 = H[Xx
k|k−1,X

n
k−1] (4)

ŷ−k =
2L

∑
i=0

W (m)
i yi,k|k−1 (5)

where Wi are the weights and ŷ is the estimated observa-
tion vector. The measurement update is then performed
on the covariance,

Pỹkỹk =
2L

∑
i=0

W (c)
i [yi,k|k−1− ŷ−k ][yi,k|k−1− ŷ−k ]

T (6)

Pxkyk =
2L

∑
i=0

W (c)
i [xi,k|k−1− x̂−k ][xi,k|k−1− x̂−k ]

T (7)

the Kalman gain is calculated,

K = Pxkyk P−1
ỹkỹk

(8)

and the residual found.

β = K(yk− ŷ−k ) (9)

The final update can then be performed on the state and
its covariance.

x̂k = x̂−k +β (10)

Pk = Pk
−−KPỹkỹk KT (11)

This process is then repeated for each subsequent obser-
vation.

As each new observation is processed, the residual is
monitored for its goodness of fit using the chi-squared
test [14]. If any measurement results in the residual failing
the test, then a maneuver is determined to have occurred
and the generated DNN can be used to calculate the ma-
neuver time (if during an observation gap) andΔV.
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4 Results and Analysis

4.1 Monte Carlo Analysis

After training with a data-set containing one million sim-
ulations, we look at verifying the results of the neural
network using the truth data. For time recovery, the abso-
lute error between the true values and the identified ones
are presented in Fig. 5. The maximum error between the
true and simulated times is around 5× 104 seconds for
both ∆t1 and ∆t2 reconstruction. Mean values and stan-
dard deviation are presented in Table 2. These values are
much more reasonable, with just over 1% error compared
to the average observation gap.
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Figure 5: Time Absolute Error

For velocity reconstruction, the absolute error be-
tween the true values and the identified ones are presented
in Fig. 6.

0 2 4 6 8 10

Samples 10 4

0

2

4

6

8

10

12

A
b

so
lu

te
 d

if
fe

re
n

ce
 t

ru
e 

v
al

u
e 

v
s

id
en

ti
fi

ed
 v

al
u

e 
(m

/s
)

|   V
x
true  -  V

x
id |

|   V
y
true  -  V

y
id |

|   V
z
true  -  V

z
id |

Figure 6: Velocity Absolute Error

For a very small number of samples, the error is found
to exceed 10 m/s, which shows that the NN model can
sometimes fail at recovering the values with adequate ac-
curacy. The mean values and standard deviation are pre-
sented in Table 3. Knowing that the mean magnitude for
the velocity vector of any given maneuver is 14.41 m/s
and the mean error is 0.56 m/s, we have a percentage er-
ror of 3.9%.

The next set of figures presents the histograms for
both the time identification and the velocity reconstruc-
tion. From analyzing these plots, it can be noted that 81%
of the samples show a time identification error below 10
minutes for ∆t1 and 82% of the samples show a time iden-
tification error below 10 minutes for ∆t2. The velocity
reconstruction demonstrated its success as well with over
two-thirds of the samples having less than 0.2 m/s error.

Figure 7: Histogram for time identification ∆t1
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Table 2: Analysis for ∆t reconstruction

Mean |∆t true−∆t id| (s) Standard deviation |∆t true−∆t id| (s)
∆t1 448 951
∆t2 444 954

Table 3: Analysis for ∆V reconstruction

Mean |∆V true−∆V id| (m/s) Standard deviation |∆V true−∆V id| (m/s)
î 0.3108 0.2557
ĵ 0.3461 0.2792
k̂ 0.1395 0.1971
Total magnitude 0.5596 0.3239

Figure 8: Histogram for time identification ∆t2

Figure 9: Histogram for velocity reconstruction ∆Vx

Figure 10: Histogram for velocity reconstruction ∆Vy

Figure 11: Histogram for velocity reconstruction ∆Vz

4.2 Comparison to TFC Method

With the neural networks trained and analyzed for accu-
racy compared to simulated data, it is appropriate to now
compare the performance of the neural networks in re-
constructing maneuvers to that of the TFC approach de-
scribed in Section 2. To ensure an accurate comparison,
an identical chi-square maneuver detection method [14]
is used and the neural networks are implemented directly
in a CUT filter. Both methods require the ability to re-
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Figure 12: TFC Method Position Estimation Error

Figure 13: TFC Method Velocity Estimation Error
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Figure 14: NN Method Position Estimation Error

Figure 15: NN Method Velocity Estimation Error
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Table 4: Simulation Parameters

Parameter Value
Semimajor Axis, a 42164 km
Eccentricity, e 0.001
Inclination, i 0◦

Right Ascension of the Ascending Node, Ω 0◦

Argument of Perigee, ω 20◦

True Anomaly, ν 180◦

Simuation Time, t 24 hours
Measurement Noise, σ 1.5 meters

construct maneuvers in real-time. First, the two methods
will be compared when observations are collected with
no gap. The simulation parameters, which are identical
for the two methods, can be found in Table 4. Halfway
through the simulation, a 10 m/s burn is performed in the
ECI ĵ direction, which can be noticed easily in the plots.
Figures 12, 13, 14, and 15 show the state estimates main-
tained by the filters throughout the collection period.

Since there is no observation gap, the maneuver epoch
is already known to within one minute (the simulated time
between measurements), though there is a one measure-
ment/minute delay once the maneuver is performed before
the filter detects it. The measurement before the detection
is assumed to be the maneuver epoch while the measure-
ment when the detection occurs is assumed to be the end
of the maneuver. There is a more eloquent way of deter-
mining the actual time the maneuver ends, but this would
require more a priori information about the maneuver it-
self.

The TFC approach was found to have reconstructed a
∆V of [−0.00234,0.00602,0.000319] km/s with a mag-
nitude of 0.00646 km/s, a 35% error from the correct
value. In comparison, the neural network approach re-
constructed a ∆V of [0.00970,0.0112,0.00966] km/s with
a magnitude of 0.0177 km/s, about 77% off of the cor-
rect value. Though the TFC method out-performs the NN
method with respect to the ∆V magnitude by 35%, the
NN method bests the TFC method by almost 28% in the
ĵ direction, which is the direction the maneuver was actu-
ally performed in. A real-time reconstruction during con-
tinuous observation collection can be successfully recon-
structed to a reasonable level, outperforming the results of
the TKF-based approach.

Now that the neural network reconstruction method
has been validated with the comparison, the approach can
be extended for use on maneuvers that occur during obser-
vation gaps. A maneuver of the same magnitude and di-
rection was placed at the same time, but the observations
around it were removed. The results of filtering through
the observations can be seen in Figs. Figures 16 and 17.

This time, a neural network is used to determine the
maneuver epoch as well as the ∆V . Using the two pre-
and post-maneuver states and the amount of time between
them as inputs, the maneuver epoch was reconstructed to
within 38 minutes, just over 5% of the time span of the ob-
servation gap. The ∆V was reconstructed for this scenario
as well and was found to be [−0.00922,0.0106,0.00378]
km/s with a magnitude of 0.0145 km/s, actually out-
performing the continuous measurement collection solu-
tion by 25%. Once again, the reconstruction in the ĵ direc-
tion was found to be significantly more accurate as well,
with an error of only 6% from the actual ∆V applied in that
direction. Together, these two scenarios demonstrate the
capability of this neural network reconstruction method
to not only efficiently and accurately reconstruct single-
impulse maneuvers (whether observations are being col-
lected during the maneuver or not) in real-time, but to do
so with greater accuracy than previous real-time recon-
struction methods with no a priori information about the
single-impulse maneuver.

5 Conclusions

In tracking a maneuvering spacecraft there are many pos-
sible approaches that can be taken to reconstruct the ma-
neuvers performed. However, very few approaches exist
that can reconstruct a maneuver performed during an ob-
servation gap by a non-cooperative spacecraft. To allow
for a real-time reconstruction based on the same principles
used in offline maneuver reconstruction, a deep neural
network was created that can instantaneously reconstruct
single-impulse maneuvers during observation gaps. In ad-
dition, it was found that the DNN could be used to recon-
struct maneuvers during measurement collection periods
as well. This real-time DNN approach provides at least
comparable performance to modern techniques while re-
quiring less a priori data and incurring less computational
cost. Future work in this area could involve expanding
to LEO and experimenting with unique orbits that may
cause the neural networks trouble in correctly perform-
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Figure 16: NN Method Position Estimation Error w/ Observation Gap

Figure 17: NN Method Velocity Estimation Error w/ Observation Gap
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ing the reconstruction. In addition, future work is nec-
essary to further reduce the error in the solutions. This
could be accomplished by altering the input/output data
for the neural network training, increasing the number of
data points for the training, increasing the number of train-
ing iterations, or adding feature engineering that may as-
sist in improving accuracy without requiring additional a
priori information. The resulting neural networks would
prove highly useful in real-time maneuver reconstruction,
especially for observation gap maneuvers where other ap-
proaches have failed.
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